Voice-Aided Design Using Large Language Model
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In this research, we propose a voice-aided 3D modeling design framework for
architectural design that integrates automatic speech recognition, large language models
(LLMs), and Rhino 3D scripting capabilities, enabling designers to generate and iterate
three-dimensional models through natural language commands. The framework
implements a Retrieval-Augmented Generation (RAG) strategy and automatic error
correction mechanisms, leveraging a curated library of Rhino script examples to minimize
model hallucination risk while utilizing runtime error information to provide feedback
and automatically rectify failed scripts. Experimental results demonstrate that the system
achieves over 90% first-attempt success rates for basic geometric operations and
parameter modifications; even for complex parametric tasks such as rotating staircases,
success rates exceed 75%. Compared to conventional manual modeling approaches, our
system delivers up to 84% efficiency improvement for repetitive or multi-parameter
operations while significantly reducing users' cognitive load during interface interactions.
It further provides essential infrastructure for augmented and virtual reality
environments, supporting complex multimodal interactions that lay the technical
foundation for more advanced, cognitively-aligned computational design tools.
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INTRODUCTION

Over the past few decades, digital technologies have
proliferated in architectural design, supported by
continual advances in computer-aided modeling
tools. Despite their power, these systems often
present complex interfaces and steep learning
curves, imposing heavy operational burdens on
designers. Studies show that interacting with
complex CAD/BIM software can disrupt designers’
visual thinking and creative decision-making
(Lawson, 2002; Vriddhi, Nair and Bhushan, 2021; Lu

et al., 2024), especially during shape exploration,
scheme iteration, and frequent spatial adjustments.
Against this backdrop, voice-aided interaction has
emerged as a promising alternative due to its
intuitive and fluid characteristics. Compared with
conventional methods, speech can more directly
capture a designer's immediate intentions during
conceptual processes, reducing dependence on
menus and textual commands. Recent advances in
speech recognition and LLMs have made "modeling
by talking" increasingly viable. Advanced natural
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language processing methods have been
introduced in architectural design research (Zeng et
al., 2025; Ma et al.,, 2025; Huang et al.,, 2025; Yu et al.,
2025; Zeng et al., 2024). However, key challenges
remain: interpreting ambiguous design instructions,
maintaining context across multiple interactions,
and automatically detecting and correcting scripting
errors.

To address these challenges, this study presents
a voice-aided 3D modeling framework that
combines real-time speech recognition with
advanced LLM processing. Designers simply
verbalize goals, and the system converts these
directives into geometric operations in Rhino 3D. It
preserves dialogue context and applies a closed-
loop error-recovery mechanism, allowing iterative
script refinement as errors or ambiguities arise. The
LLM continually updates the script based on prior
commands and feedback, significantly enhancing
the human-computer interaction experience. We
demonstrate how this approach improves efficiency
and usability for simple modeling tasks and
conclude by discussing its implications for
architectural practice and education.

RELATED WORK

Natural language use in computer-aided design
(CAD) can be traced to the 1980s and 1990s. Bolt
(1980) explored speech-based interaction, often
paired with gesture input for graphical interfaces.
Neuckermans, De Ridder and Geebelen, (1998)
argued that speech-driven CAD could offer a more
natural and accessible experience than WIMP
paradigms, laying a theoretical foundation for later
systems. Kou and Tan (2008) introduced NaturalCAD,
agrammar-based voice-CAD prototype that boosted
command accuracy with a CAD-specific lexicon.

In recent years, more advanced voice-aided
systems have emerged in the CAD domain. Grigor,
Nandra and Gorgan, (2020) integrated a voice-
assistant interface into Blender, while Elghaish et al.
(2022) proposed a voice assistant that enables verbal
retrieval of structured BIM data, though it still relies
on fixed command sets.

256 | eCAADe 43 - Volume 2 - Confluence

More recently, LLMs have enabled CAD systems
to process natural language more effectively in
context. Kapsalis (2024) introduced CADgpt, a GPT-4
plugin that converts natural language into modeling
commands, lowering the learning curve. Li, Sun and
Sha (2024) introduced LLM4CAD, leveraging GPT-
4/GPT-4V to generate parametric 3D CAD models
from natural language and visual inputs, with an
iterative debugger enhancing code validity.

Despite these advancements, integrating
natural language into CAD still faces three critical
limitations:

e Most systems support only single-turn
interactions, lacking functions for persistent
conversational context during design tasks;

e Errorrecovery typically relies on simple prompts
without integrating documentation or scripts for
meaningful self-correction;

e An advanced framework for embedding speech
interactions and LLM-driven reasoning within
CAD systems remains undeveloped.

To address these challenges, this study
introduces a voice-aided modeling framework that
integrates LLMs with speech-based interaction.
Through a retrieval-augmented generation (RAG)
strategy, the system maps natural language
commands to a curated script library, enhancing
modeling accuracy. Coupled with dialogue state
tracking and automatic self-repair mechanisms, the
proposed framework aims to establish a new
paradigm of conversational, fault-tolerant natural
language interaction in 3D modeling.

METHODOLOGY

This section presents a system that enables natural
language-based control of Rhino parametric
modeling through both speech and text inputs. By
integrating speech recognition, large language
models (LLMs), and Rhino's scripting capabilities, we
establish an automated pipeline that translates
human commands into executable 3D modeling
operations. The approach employs a dual-



Figure 1
Dual-component
architecture of the
voice-aided Rhino
modeling system,
showing data flows
between Python
client and Rhino

plugin.

component architecture—Python-based client and
Rhino plugin—supplemented by key features such
as retrieval-augmented generation (RAG) for
modeling scripts, prompt engineering tailored to
Rhino contexts, automatic error correction, and a
script-centric modeling workflow.

System architecture

Our architecture is composed of two primary
modules—(1) a Python client and (2) a Rhino
plugin—communicating through a file-based,
asynchronous mechanism. As outlined in Figure 1,
the system cycles continuously through user input,
script generation, script execution, and error
handling.

1. User input (speech or text) is processed by the
Python client, which employs LLM-based
parsing enhanced with Retrieval-Augmented
Generation (RAG) to generate scripts.

2. Script Generation results in .py files that are
saved in a monitored directory.

%2 User Input

Start modeling

Collapse: voice

[=="=1 ;
Collapsed Ul
Input v

[
L'I'J Text Output

Please help me build -> =
A \a spiral staircase. System 4 User
Userl ° Prompt  Prompt

Expanded UI

4

‘es, a spiral Expand: text
| staircase with g And voice i
Ve 7| TText Input
User2

[ o Python Application

&SpeechtoText

'||‘|||'I'Audia Preprocessing

! FunASR Recognition

3. Directory Monitoring is handled by the Rhino
plugin (C#) via .NET's FileSystemWatcher,
enabling immediate loading of newly detected
scripts into Rhino.

4. Execution outcomes—generated geometry,
console  feedback, and any runtime
exceptions—are recorded in Rhino.

5. Error Logging involves structured data
collection (error type, traceback, line numbers)
when script execution fails, saved as JSON files
for remediation by the Python client.

This architecture enables robust, asynchronous
interactions through clear module decoupling. Each
module operates independently, allowing backend
components such as LLM models or speech
recognition pipelines to be updated without
affecting the rest of the system. Moreover, switching
between online LLM services (e.g., DeepSeekV3) and
local/offline models requires minimal adjustments,
typically limited to APl endpoints and authentication
parameters.
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Core technology components

Python client: ASR, intent parsing, and script
generation. This study adopts the FunASR toolkit
(Gao et al. 2023) for offline automatic speech
recognition. When users enter text directly, the ASR
stage is skipped and commands are parsed.
Subsequently, the SnippetManager retrieves
relevant code snippets using a two-stage
mechanism: 1. Keyword matching against known
modeling operations; 2. If no keyword match is
found, the system performs semantic retrieval based
on vector similarity. The retrieved snippet, prompt
templates, and dialogue history guide the LLM in
script generation. A CommandGenerator manages
generation tasks and handles sequential LLM
processing.

To preserve multi-step context, the system
stores previously generated scripts and user
command histories. This history enables the LLM to
reference previously created objects for coherent
modification. When errors occur, the
ApiDocManager references Rhino API
documentation to support self-correction.

Rhino plugin: script execution and feedback. On
the Rhino side, a C# plugin monitors the file system
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Next, advanced prompt engineering ensures
that ambiguous natural language commands
generate valid and context-aware Rhino scripts.
Specifically, when user instructions lack complete
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for newly written scripts. Once detected, these
scripts are loaded into Rhino’s Python Script
interface for immediate execution. Each run is
wrapped in structured try-except blocks, capturing
exceptions comprehensively. The system logs all
error details—type, message, line number,
traceback—into a JSON file, enabling precise,
automated remediation on the Python side. This
architecture leverages Rhino’s built-in  Python
environment while isolating the LLM-driven logic
externally, ensuring minimal interference with
Rhino’s geometric operations.

By combining Python's robust Al ecosystem with
Rhino’s advanced modeling features, this dual-
component implementation establishes a stable
foundation for voice-aided 3D modeling in Rhino.

Key technical innovations

The system integrates several distinctive elements
that collectively advance voice-aided parametric
modeling. First, it uses a retrieval-augmented
generation (RAG) mechanism to retrieve relevant
snippets from a repository of over 600 commonly
used modeling code examples. These snippets are
embedded into prompts to reduce hallucinations
and ensure compliance with the Rhino API.
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relevant examples of the error
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parameters, the system employs two mechanisms to
ensure completeness. First, guided by prompt
templates, the LLM can infer reasonable geometric
parameters based on the modeling context.

Figure 2

Model repair
mechanism flow
chart



Figure 3

shows the
perspective view,
top view and side
view of the rotating
staircase generated
by voice input,
respectively.

Second, the script examples retrieved via the RAG
mechanism contain parameter information for
similar modeling objects, providing additional
reference for the LLM to generate valid and context-
appropriate scripts.

In addition, the LLM can concatenate multiple
sub-steps into a single Python script to fulfill
compound natural language commands (e.g.,
“create a 300 mm-radius column and rotate it by
15°").Each object is assigned a distinct variable name
and stored with the dialogue history, enabling
subsequent commands to reference “that column”
or “those steps” reliably.

Subsequently, an automatic error correction
cycle (Figure 2) handles runtime exceptions. The
Rhino-side plugin logs errors to JSON, which are then
parsed by the Python client. The ApiDocManager
analyzes the error messages and matches them with
relevant entries in the Rhino APl knowledge base.
The CommandGenerator packages the faulty
snippet, error details, and APl references, and
forwards them to the LLM for targeted correction.
Once validated, the revised script is saved to a
designated folder and automatically re-executed by
Rhino’s monitoring plugin, completing a self-healing
loop that fixes common scripting errors without user
intervention.

Finally, our “script-as-scene” concept ensures
consistent tracking of object creation and parameter
adjustments across multi-turn interactions. Each
round of interaction generates a separate script file
that is saved locally. By maintaining a complete
script history, the system preserves conversational
context across modeling sessions, enabling natural
references to previously created objects. This
scripting strategy eliminates complex
synchronization between Python and Rhino
components, simplifying the system architecture
and improving real-time modeling fluency.

EXPERIMENTS
This section presents an experimental evaluation of
our natural language-driven Rhino modeling

system, focusing on system performance and user
experience in architectural design scenarios.

Experimental setup

All experiments were conducted on a Windows 10
workstation equipped with an Intel i9-14900K CPU,
64 GB RAM, and an RTX4080 GPU. The system
leveraged DeepSeek-V3-0324 as the LLM backend
and Rhino 8SR9 as the modeling environment. To
carry out our pilot evaluation, we enlisted two
volunteers (both with intermediate Rhino
experience of approximately 6-18 months).
Although limited in scope, this small-scale study
aimed to offer an initial feasibility check of the
system’s capabilities rather than a fully fledged
statistical analysis. During each test, the participants
could issue either spoken or typed commands, and
the system automatically generated Rhino Python
scripts in response.

Rotating staircase case study

To investigate how the system manages a more
complex, parametric architectural task, we
developed arotating staircase scenario as aninternal
demonstration. Key aspects include helical step
distribution around the column and adjustable
parameters such as step count, radius, and rotation
angles.

Performance evaluation methodology

In parallel with the rotating staircase demonstration,
we conducted a pilot performance evaluation
focusing on two key dimensions: script generation
accuracy and modeling efficiency. Although only
two members participated in this preliminary study,
the findings offer an initial feasibility check on how
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the system handles typical architectural modeling
tasks.
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By issuing natural language commands (speech
or text) and observing how the system generates,
executes, and (if necessary) auto-repairs Rhino
scripts, our internal tests aimed to validate the
pipeline's end-to-end flow on a realistic design task.
As shown in Figure 3, the
system successfully generated various views of the
rotating staircase through voice input, including
perspective, top, front, and side views,
demonstrating  the  comprehensive  spatial
understanding of the system.

The team compared our approach with
traditional Rhino methods while also testing smaller
tasks like a parametric architectural skin to
verify broader applicability. As shown in Figure 4,
two volunteers engaged in multiple rounds of voice-
based iterative modeling. Each command averaged
32 seconds from input to completion, with the
system efficiently handling parameter adjustments
and automatically resolving occasional errors,
despite our limited participant pool at this stage.

To assess the reliability of script generation, we
systematically tested 50 distinct modeling
instructions that spanned three operational
categories. Basic Creation (15 commands):
geometric primitives such as boxes and cylinders.
Simple editing (15 commands): dimensional or
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property adjustments. Complex editing (20
commands): interdependent modeling sequences
demanding precise spatial relationships.

For each instruction, we recorded Initial script
generation success, such as, did the LLM produce a
syntactically valid, executable Rhino Python script
on the first try; did the script yield a geometrically
correct outcome with the expected visual
appearance; If execution failed, how many repair
iterations were required before producing a
successful result. Time was measured from the
moment the participant issued a command (via
speech or text) until the final 3D geometry
completed. By collecting these data, we gained a
detailed look at system reliability across different
modeling categories and identified which error
patterns surfaced most frequently.

Next, we evaluated modeling efficiency by
comparing manual Rhino workflows to our system’s
approach on the same set of 50 instructions. Two
participants were invited to test all 50 instructions,
logging how long they spent per instruction. We
then contrasted these manual operation times with
the automated execution times recorded earlier:

e Manual Approach: Participants relied on
standard Rhino operations (and occasionally

Figure 4

Users conduct
multiple rounds of
iterative modeling
through voice
interaction



Table 1
Comparison of
System and Manual
Modeling
Performance

Grasshopper) to replicate each instruction’s
intended geometry.

e Automated Approach: We used our voice-based
system to generate and execute scripts, with
timing data from the accuracy tests described
above.

Overall, the two-phase pilot study (1) highlights
the system’s reliability metrics in handling 50 real-
world instructions, and (2) offers a preliminary gauge
of potential time savings when compared to manual
Rhino workflows.

RESULTS

Our evaluation revealed distinct patterns in script
generation accuracy and execution time across
different modeling operation types. The following
sections present these findings in detail, focusing on
script generation performance, execution efficiency,
and user experience.

Script generation and execution
performance

The system's ability to accurately generate and
execute Rhino Python scripts varied across different
modeling operation categories. Table 1 presents the
success rates for each operation type based on our
50-instruction test set.

The results demonstrate excellent performance
for basic geometric creation and parameter
modification tasks. While more complex operations
showed slightly lower but still strong performance,
with complex parametric modeling achieving 75%
success rates, the overall 90% success rate across all

operation types indicates high reliability for a wide
range of architectural modeling tasks. The system
performed particularly well with operations
involving geometric  primitives, dimensional
changes, and property adjustments—tasks that
form the foundation of most architectural modeling.

Execution time analysis

We further analyzed the average execution time
required for different operation types (measured
from instruction input to model generation
completion) and the efficiency gains compared to
traditional Rhino modeling methods. Table 1
summarizes the execution times for each operation
category.

The time analysis reveals a logical progression:
execution times increase as operation complexity
grows. Parameter modification commands were
completed the fastest (13.7 seconds), followed
closely by basic creation operations (15.0 seconds).
While complex parametric operations required
significantly more time (32.0 seconds)—more than
double that of simpler tasks.

Script length is the primary factor affecting
system response time. More complex operations
generate longer scripts, which increase the token
count input to the LLM. This expanded context
window  requires additional = computational
resources and network bandwidth, resulting in
extended response times as modeling complexity
increases. This relationship between script
complexity and processing latency represents a
critical consideration for future optimization efforts.

Type Initial success rate(%) Total success rate(%) Total Manual
time(s) time(s)
Basic Creation 100 100 15.0 7.8
Modify 100 100 13.7 20.0
Complex Creation | 75 85 32.0 200.0

To quantify the efficiency gains offered by the
voice-aided approach, we conducted comparative
tests using a rotating staircase as a benchmark
model. The voice-aided method significantly

reduced modeling times, with an average efficiency
improvement up to 84%, demonstrating how the
system effectively lowers barriers to entry for
architectural modeling. Creating and adjusting a
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rotating staircase configuration took an average of
55 seconds using voice commands compared to 5.8
minutes with traditional methods. Tasks involving
repetitive or complex parametric adjustments
showed the greatest efficiency gains. This advantage
was particularly pronounced for operations
requiring multiple interdependent adjustments,
where the voice-aided interface allowed
simultaneous specification of multiple parameters
(e.g., "create 24 steps around the column, each rising
18cm and spanning 30 degrees").

User Study

This study recruited 11 students majoring in
architecture for user experience testing. Each
participant completed at least three rounds of
interactive modeling through our system to model
and edit a rotating staircase, followed immediately
by a questionnaire evaluating their usage
experience.

Table 2 summarizes the results. The system
achieved high scores for ease of use (4.64/5) and
learnability (4.82/5), with all participants preferring
voice control for efficiency and reduced fatigue.
However, response speed (2.91/5) emerged as the
primary limitation requiring improvement.

Dimension Metric Score(5-point) Key Finding
Usability User-friendliness 4.64
Intuitive Design 4.82
Seamless Integration 3.91
UX Maturity 4.33
Performance Response speed 291 Primary limitation
Cognitive Fidelity 4.18
Service Reliability 4.09
Overall usability 3.73
Voice vs. Traditional Task Completion Efficiency 5.00 100% prefer voice
Onboarding Simplicity 5.00 100% prefer voice
Overall User Adoption Rate 3.78 81.82% willing to use
Net Promoter Score 4.14
CONCLUSIONS Unlike traditional CAD interfaces that require

This research introduces a voice-aided design
system for Rhino 3D modeling that combines speech
recognition, LLMs, and Rhino scripting capabilities to
streamline 3D design workflows. Our pilot
experiments  demonstrate  consistently  high
accuracy (up to 90% overall) for basic operations
such as geometric creation and parameter
modification, and a promising 75% success rate even
in complex parametric tasks—underscoring the
potential of LLMs for structured modeling. The time
comparison further indicates that our method
significantly improves efficiency compared to
manual methods, especially in repetitive or multi-
parameter operations involving rotating staircases.
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frequent switching between menu navigation and
design thinking, voice interaction allows designers
to maintain continuous visual attention and spatial
reasoning. The wuser study reveals that this
interaction mode not only reduces cognitive load
(100% of users reported decreased fatigue) but also
enhances design confidence (90.91% satisfaction),
enabling designers to more fluidly express and
iterate creative ideas, particularly during critical
conceptual development phases.

Regarding hardware requirements for complex
parametric tasks, the two existing deployment
strategies present different trade-offs. When
utilizing cloud-based LLMs services, superior

Table 2
User Study Results



modeling capabilities and user experience can be
achieved without substantial local hardware
investment, but this results in the current 20-40
second response latency. Local server deployment of
LLMs can reduce response time to 5-10 seconds;
however, as modeling complexity increases or
higher modeling quality is demanded, deploying
larger and more capable models locally will
significantly escalate hardware configuration
requirements.

From a technical standpoint, three innovations
stand out. First, the retrieval-augmented generation
(RAG) approach, informed by official
rhinoscriptsyntax examples, significantly reduces
hallucinations and increases script correctness.
Second, the automatic error correction cycle
illustrates new possibilities for Al-assisted design
tools, relieving users of manual debugging by
quickly refining invalid or incomplete scripts. Third,
the script-centric paradigm ensures an auditable
modeling history and aligns with parametric design
principles by systematically documenting each
modeling step.

Despite these positive outcomes, several
challenges remain. Longer response times
(~20seconds on average) may limit real-time
interactivity, and conversation-heavy sessions can
degrade contextual coherence. Moreover, intricate
geometric operations often require more precise
natural language descriptions, highlighting the need
for improved prompt engineering and advanced
error-handling strategies.
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