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Early-stage architectural 3D models often lack the detailed building knowledge needed 

for informed design and code compliance. This research addresses that gap by 

emphasizing a higher-level understanding of building programs, which expedites 

facilitates knowledge creation for large language models (LLMs). The workflow has two 

main parts: First, it analyses apartment layouts by identifying solid blocks and 

representing each as a star graph linked to its immediate neighbors, which helps classify 

functional space massing, (like apartments and corridors). Our Ggraph tool then 

leverages this spatial recognition to construct a comprehensive knowledge graph in 

Grasshopper and pushes it to Neo4j. Second, LLMs are fine-tuned to generate Cypher 

queries for this database, enabling a natural language interface for architects to explore 

design options and check features such as escape routes. Fine-tuning uses a dataset of 

text-to-Cypher pairs categorized by Querying, Hypothesizing, and Modifying. Results 

show 100% accuracy for block classification, 98% for space massing, and up to 96% 

similarity with ground truth queries by the fine-tuned LLM, highlighting the potential of 

this approach to streamline design processes and enhance code compliance. 

Keywords: 3D Knowledge Graphs, Large Language Models, Spatial Recognition, 

Natural Language Interface, Text to Cypher. 

INTRODUCTION 
Preliminary architectural design relies on basic 2D 

and 3D models to explore spatial configurations. 

While these models are effective for geometric 

representation, they often lack structured 

semantic data, making it challenging building 

programs, spatial relationships, and regulatory 

compliance. As a result, architectural knowledge 

is typically manually stored in fragmented formats 

(e.g., textual codes, excel, CAD/BIM models) 

rather than structured, queryable databases that 

enable intelligent design assistance. This is a 

process prone to errors, inefficiencies and time 

consuming. 

To address this limitation, this research 

proposes an AI-enhanced workflow that 

integrates automates spatial recognition from 3D 

models, encodes architectural relationships into a 

structured and retrievable format which is 3D 
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knowledge graphs. To further enhance 

accessibility, we integrate Large Language Models 

(LLMs) to enable natural language-driven 

exploration of spatial data, allowing architects to 

interact with knowledge graphs using intuitive 

queries. By bridging 3D modeling, knowledge 

representation, and AI-driven interaction, this 

workflow streamlines spatial analysis, improves 

design efficiency, and enhances regulatory 

compliance. 

Building knowledge graph 
The design process of a building 

encompasses not only individual elements but 

also their relationships with others in both 2D and 

3D contexts. A knowledge graph serves as a 

powerful tool for representing these complex 

interconnections while simultaneously storing 

detailed information. As a structured 

representation of information, a knowledge graph 

captures entities and their relationships in a way 

that is understandable to both humans and 

machines. This capability enables efficient data 

retrieval and semantic understanding, thereby 

enhancing the performance of Large Language 

Models (LLMs) and improving the quality of query 

results. The chosen graph structure and query 

language should be light weight and suitable for 

pre-design phase, which is a LOD100 3D model 

that consists solely of volumes and requires 

information on spatial relationships. 

Building Graph from BIM. A common 

method for representing building data is 

extracting information from BIM models. One 

method is IFC-Graph, developed by Zhu et al. 

(2023) by mapping IFC elements (e.g., entities and 

attributes) to graph elements (e.g., nodes, edges, 

and properties). Later, Zhu et al. (2024) proposed 

Cypher4BIM, which leverages the Cypher query 

language to interact with IFC-Graph. Another 

method is BTwin, which transforms BIM models 

into Topologic BIM and integrates them into a 

NetworkX graph (Massafra et al., 2024). From user 

question, Chat GPT then outputs a JSON object as 

a graph filter to extract data, but it filters nodes 

one by one that makes the queries slower. These 

approaches allow for querying and calculating 

existing components and their properties in a BIM 

model. However, it faces key limitations: lack of 

vertical space connectivity for early design 

information extraction and design intent 

interpretation (such as escape route calculation 

and circulation pattern analysis); high complexity 

leading to significant processing time; and 

dependence on BIM models, which proves 

inefficient during pre-design phases. The ability of 

modifying the graph structure in both cases 

demands extensive code rewriting, making the 

process cumbersome and time-consuming. 

3D Knowlegde Graph. This paper aims to 

identify a minimal graph type and query language 

that can efficiently handle nested 3D building 

information. It needs to be easy to modify, and 

responds to diverse information needs. We 

propose leveraging a 3D knowledge graph 

generated from the building's 3D massing and 

employing Cypher as the query language. 3D 

Knowledge Graph extends the traditional 

knowledge graph by incorporating spatial 

relationships and 3D geometric data. It captures 

architectural elements, such as point coordinates, 

elevations, and spatial hierarchies, allowing for 

precise representation of building layouts. This 

structure enables architects to query complex 

spatial relationships, such as proximity analysis, 

visibility checks, and escape route calculations. By 

integrating 3D spatial data with semantic 

knowledge, the 3D knowledge graph provides a 

more comprehensive foundation for automated 

design analysis and decision-making. Cypher is 

chosen as a language to query the graph. It makes 

searching in knowledge graphs fast and easy by 

quickly finding patterns, using indexes to speed 

up queries, and efficiently navigating connections 

between data, helping users get relevant 

information almost instantly. 
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Integrating LLMs with Building 
Knowledge Graph 
Large language models (LLMs) serve as an 

interface between users and building knowledge 

graphs, enabling the extraction of meaningful 

insights and supporting more informed design 

decisions. 

Graph RAG (Edge et al., 2024). The system 

can perform simple queries related to 

architectural attributes of elements, allowing 

users to retrieve structured information 

efficiently. However, while it can enhance text 

generation through verified data retrieval, it 

cannot manipulate the graph structure or perform 

calculations without tools or agents. 

Text-to-Cypher. In contrast, translates 

natural language queries into Cypher, the query 

language for Neo4j graph databases. This method 

allows users to interact with graph data using 

human language, enabling complex queries and 

data manipulation without writing Cypher code 

manually. Text-to-Cypher operates directly on the 

graph, allowing for precise data retrieval, updates, 

and modifications. It is particularly efficient for 

tasks like querying building information in BIM 

analysis, identifying spatial relationships, 

calculating escape routes, and checking code 

compliance. The ability to rapidly modify graph 

structures makes it highly suitable for handling 3D 

knowledge graphs in architecture. 

Given its efficiency and flexibility, this paper 

adopts the Text-to-Cypher approach integrated 

with LLMs to enhance data retrieval and support 

advanced spatial analysis in architectural design. 

METHODS 
Figure 1 illustrates the overall process, where the 

input is a conceptual 3D solid block of a building 

and the output is a system that allows users to 

query building information using a fine-tuned 

Large Language Models (LLMs) during the early 

stages of architectural design. The process 

consists of four main steps: first, unlabeled solid 

blocks such as walls, doors, and floors are 

classified to identify building elements; second, 

space massing is extracted from these elements 

and categorized by function, such as apartments, 

corridors, and cores; third, a building graph is 

created based on spatial relationships and stored 

in a graph database for structured data 

management; and fourth, a fine-tuned LLM 

enables natural language interaction with the 

building data. This pipeline supports efficient, 

intelligent, and user-friendly access to spatial 

information in conceptual design workflows.

Figure 1 

Overall process 

Step 2: Space massing classification 

Step 4: LLMs fine-tuning 

Step 3: Building graph Step 1: Solid block classification 
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Solid block classification and space 
massing classification
The classification of solid block (Step 1) and space 

massing (Step 2) follows a similar method: first, 

datasets are created by labeling 3D geometry; 

then, graph-based models are trained using 

geometric and spatial features. In the next part, 

we will explain how this method is applied in both 

Step 1 and Step 2. 

Creating dataset. In Step 1, we use the 3D 

Apartment Building Solid Blocks Dataset 

developed by Trinh et al. (2025), generated using 

PlanFinder AI and Grasshopper. The dataset 

includes four primary types of solid block: Wall, 

Slab, Door, and Window. We further 

differentiated walls into BoundaryWall and 

InnerWall to delineate spaces, while the Door 

category was split into OtherDoor and 

DoorToCorridor, which serve as nodes connecting 

to the corridor network. Similarly, in the space 

massing classification (Step 2), we extracted 

unlabeled space massing by extruding the 

regions from the BoundaryWall and Slab as input 

data to train a model that categorizes distinct 

spaces within the building. 

Representing data as star graphs. We 

represent 3D solid block in Step 1 using a star 

graph structure for graph level classification, 

employing the same embedding approach 

outlined in Trinh et al. (2025). Additionally, we 

extend this methodology to classify space 

massing in Step 2. We derived geometrical 

characteristics of these solids as features for 

training the classification model. Node features 

such as Length, Height, and Depth were obtained 

from the bounding box, while NumberOfFaces, 

Top/SidesArea, and ClashCount were directly 

acquired from the solid massings. The ClashCount 

refers to neighboring massings that clash with the 

primary massing. This approach also employed a 

graph-based method that integrates neighbor 

awareness into each block. It was accomplished 

by one-hot encoding the dot product of the 

vector connecting the center of the block to the 

center of its neighbor as one of edge features 

(Figure 2).  

The model is constructed utilizing three 

convolutional layers. Although the star graph 

(Figure 3) architecture necessitates only two 

layers to adequately capture its immediate 

neighbors, the inclusion of a third layer enhances 

the modeling capacity via supplementary 

transformations, even though it does not further 

enlarge the receptive field. 

The graph neural networks (GNN) model in 

Step 1 reached accuracy of 100% on the test set 

after 200 training epochs. While this indicates 

strong performance on the given dataset, further 

evaluation on more complex or varied data would 

be needed to fully validate its generalizability. On 

the other hand, this accuracy ensures a solid 

foundation for the second step. The accuracy of 

the second step stands at 98% (Figure 4), 

highlighting a significant misclassification 

problem, with approximately 10% of the Tower-

Core category mistakenly categorized as Tower-

Figure 2 

Graph approach 

for neighbor 

awareness (Step 2) 

Figure 3 

Space massing 

star graph (Step 2) 
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Apartment. To address this issue, we created a 

self-correction script that gathers similar massing 

within each vertical group and assigns a label to 

the group, reducing the gap between 

misclassification and accurate categorization. 

Representing data as a graph. In the case of 

Step 2, we conducted an empirical evaluation. To 

classify all building spaces, it seems to be more 

effective to model it as a graph representing the 

entire structure. We represent space massing as 

nodes, wherein the attributes of each node are 

also incorporated. The edges therefore are 

bidirectional, containing information regarding 

the orientation of one node relative to another; 

for instance, one node may be situated beneath 

another, while the latter is positioned above it. 

We develop the model using the same 

structure and parameters as in the previous 

method. However, to create a complete graph for 

classification, we take a different approach to 

dataset preparation. Instead of using the spatial 

star graph configuration, which allows more 

flexible data distribution across buildings, we 

construct a full graph for each building. This 

graph is then used to split the dataset into 

training, testing, and evaluation sets. The 

resultant accuracy attained is 93%, which 

represents a decrement of 5% in comparison to 

the star graph methodology. This necessitates 

further scrutiny, although it may potentially be 

attributed to the similarity of data within a 

singular graph, such as that observed in 

apartment spatial configurations, thereby eliciting 

data imbalance. 

Constructing the 3D knowledge graph 
Designing the graph. To navigate and visualize 

these complexities of spaces organization, we 

used Neo4j, which is a graph database renowned 

for its proficiency in managing interconnected 

data. Neo4j excels in this domain due to its 

powerful query language, Cypher, which 

simplifies the process of retrieving and analyzing 

data within the graph structure. 

In our knowledge graph schema, as illustrated 

in Figure 5, a building graph is designed in order 

to shows the key relationships between spaces. 

Our graph is structured in three dimensions 

(Figure 1, Step 3), This helps seamlessly integrate 

spatial data to enhance our ability to perform 

complex circulation-based queries within the 

building. In representation, horizontal edges 

symbolize corridors, while vertical edges 

represent stairs or elevators. Each edge is 

equipped with a length attribute, which is crucial 

for executing time-based queries that assess the 

efficiency of movement throughout the building.  

Figure 4 

Results of the star 

graph approach 

are visualized in 

Grasshopper 

Figure 5 

Building 

knowledge graph 

schema 
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Ggraph tool for graph extraction in 

Grasshopper. Once the spatial massing is 

defined, a graph is generated in Rhino/ 

Grasshopper based on the position of the 

geometry. For example, when a mass aligns in 

height with a building level and overlaps in the XY 

plane with labeled circulation areas, a vertical 

edge is created in the graph. Similarly, horizontal 

elements like corridors are simplified to represent 

circulation paths between spaces. 

In order to leverage the benefits of 

geometrical modeling in Rhino/Grasshoper, we 

decided to create a graph tool. The Ggraph tool, 

discussed in this article, is an open-source 

Grasshopper plugin built upon the Quick Graph 

library, enables the extraction of skeletons and 

enhancement of graphs, empowering users to 

design and modify personalized 3D graphs within 

Grasshopper and Rhino.Compute sever for 

developping applications. Users have the ability 

to customize attributes and efficiently optimize 

their graphing workflows. As illustrated in figure 

6, the Ggraph tool showcases various 

components that contribute to its functionality, 

including the extraction of corridor skeletons, the 

removal of dead ends, and the enhancement of 

edges. Additionally, it allows users to seamlessly 

push the prepared graph to Aura, a real-time 

database service provided by Neo4j. 

Large Language Models for Graph-
based Q&A 
In Step 4, we use Large Language Models (LLMs) 

to turn user questions into Cypher queries (Text-

to-Cypher), allowing access to building data 

stored in a graph (Figure 7). The process begins

when the user poses a question. The model then 

generates a Cypher query to retrieve relevant 

data from the graph. This retrieved context is 

passed to a Q&A model, which formulates a 

clear and informative response for the user. 

The model responsible for generating Cypher 

queries require fine-tuning. Given that the graph 

schema was specially designed for our focused 

type of building, the model must adequately 

comprehend the schema and produce accurate 

replies to user inquiries. Without fine-tuning, the 

model has difficulty in interpreting the schema 

effectively. When questions include a hypothesis, 

the model does not possess the logical 

framework needed to address the issue. For 

example, as illustrated in the table 1, the first three 

questions pertain to mathematical problems that 

the model cannot solve. In the fifth question, 

which is a straightforward math problem, the 

model outputs an incorrect Cypher query. While 

the model generated a correct Cypher query for 

Figure 6 

Ggraph tool 

Figure 7 

Process of LLMs 

for building graph 

Q&A 

1002 | eCAADe 43 – Volume 1 – Confluence



the fourth question, it produced excessive results, 

rendering the model incapable of delivering a 

suitable answer. These challenges highlight the 

necessity for enhancements in the model’s 

capacity to manage both logical reasoning and 

output effectively

Dataset creation. The methodology for the 

development of a dataset is as follows: 1) Provide 

a Graph Schema. 2) Instruct Gemini/ChatGPT to 

generate data predicated on inquiries and 

Cyphers. 3) Assess the Cypher queries. The 

dataset is composed of three principal categories 

of inquiries: Information Queries (829 questions), 

Hypothetical Scenarios (801 questions), and 

Graph Modifications (815 questions). 

1. Information Queries - three types:

• Statistical Queries: This section includes

activities like counting the number of

apartments, assessing the overall area for a

particular purpose, or locating apartments

according to specified attributes.

• Neighborhood and Pathfinding Queries:

Instances involve measuring distances or

identifying paths between various spaces.

• Comparison and Ranking Queries: This entails

identifying the most prevalent apartment type

or the amenity that is the most extensive.

2. Hypothetical Scenarios - three types:

• Time-Dependent Queries: For example,

determining the duration required to traverse

a particular path at a defined velocity.

• Resource Distribution Queries: This

encompasses activities like assessing water

usage or calculating the number of individuals

in attendance at a specific moment according

to occupancy statistics.

• Floor Expansion Queries: For instance,

determining the quantity of a particular

apartment type when new floors are

introduced.

3. Graph modification - two types:

• Change type of amenities: For instance,

adding new attributes to existing nodes

• Add random or number of amenities in the

blank graph. This involves placing a random

selection or a specific number of amenities in

an empty graph. An example would be adding

random amenities to a designated level.

Table 1 

Result without 

fine-tuning 
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Fine-tuning and Evaluating. The fine-tuning 

procedure consists of multiple stages: Initially, we 

choose an open-source model from a prominent 

tech company, opting for one that has around 7B 

to 9B parameters to align with our hardware 

capabilities. We fine-tune the model for either 1 

or 2 epochs. Training for 1 epoch helps the model 

maintain some degree of flexibility and creativity 

in its responses while minimizing computational 

demands. Nevertheless, training for additional 

epochs enhances the model's capacity to fulfill 

specific needs, so we conduct training for 2 

epochs to improve precision. Subsequently, we 

employ Unsloth to perform fine-tuning for the 

text-to-Cypher assignment. In the end, the base 

model and its LoRA are merged in quantization 

(GGUF) format for deployment within Ollama. 

After the fine-tuning process completes, 

human evaluators is engaged to assess and 

validate the caliber of the generated code (Table 

2). Additionally, a self-debugging mechanism is 

integrated: If the model produce erroneous 

outcomes after three attempts, it autonomously 

circumvents the problematic instance.

Cypher is a structured query language with 

precise syntax. Even if a generated query is 

semantically similar, a small syntactic error can 

render it invalid. We employ two computational 

metrics to appraise the generated cypher along 

with its query results in relation to the ground 

truth query and its associated outcomes, in order 

to benchmark between different LLMs.  

The Similarity metric quantifies the degree of 

resemblance between the generated cypher and 

its query results in comparison to the ground 

truth cypher and its results. While the Cypher 

queries may not align precisely 83%, the query 

results demonstrate a notable similarity of 98%, 

with discrepancies arising solely in the naming 

conventions of keys (Table 3). 

The Coverage metric evaluates whether the 

generated cypher and its results adequately 

encompass the ground truth. Consequently, even 

if the generated cypher is overly extensive and its 

Table 2 

Human evaluation 

of generated 

result 

Table 3 

Computational 

evaluation metrics 
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results are abundant, it is classified as acceptable 

as long as the critical data is incorporated. This 

metric pertaining to the query result focuses on 

the values present within the returned JSON 

results, as the key variable (for instance, "a" or "p") 

may different. We conducted evaluations on five 

distinct models using 2 training epochs. 

According to our metrics, Qwen7B exhibited the 

highest performance (Table 4).  

Deploying an application. We implement an 

application for users with the following 

configuration: For the frontend, Vue.js is utilized 

to create the web interface, and Three.js is 

employed to render and showcase 3D graphics 

within the browser. The web application interacts 

with the backend, which manages two primary 

types of data: 3D Rhino files and user inquiries. 

The 3D Rhino files provided by users are 

processed by the Rhino.Compute Server, which 

extracts the features saved in JSON format. This 

data is then sent to the Pytorch Geometric model 

hosted by FastAPI for classification. The Compute 

server receives the labels, constructs the graph 

using the Ggraph tool, and the final graph is 

subsequently uploaded to the Aura database. 

User questions are forwarded to the hosted LLM 

Q&A system. This system, constructed with 

LangChain, utilizes the fine-tuned Ollama model 

to generate cypher, interacts with the Neo4j Aura 

database to formulate the final response, and 

then delivers it to the web application 

for presentation (Figure 8).

Limitation and Discussion 
The classification model is required to operate 

with utmost precision to ensure the accurate of 

knowledge graph. Any inaccuracies in 

classification, such as the 10% of the Tower-Core 

category erroneously categorized as Tower-

Apartment, may result in erroneous structural 

data or potentially hinder the development of the 

3D knowledge graph. The synthetic dataset 

centers on apartment buildings that share a 

repetitive spatial arrangement. This suggests that 

the data might be lacking in the variety and 

intricacy present in real-life situations. As a result, 

although the models trained on this dataset 

might excel within the confines of these repetitive 

Table 4 

Result of several 

open-source LLMs 

Figure 8 

Deployed web 

application 
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patterns, their accuracy and ability to generalize 

could be restricted when used on more diverse 

building types and layouts. At present, the system 

possesses the capability to alter the Neo4j graph; 

however, such alterations do not yield substantial 

modifications, which will be impove in our future 

researchs. 

It appears reasonable to contemplate a 

standardized framework for graph schemas in 

future projects. A well-defined schema could 

potentially streamline the model fine-tuning 

process, thereby reduces resource demands and 

enhances the models's proficiency in 

comprehending diverse architectural contexts. 

This standard may contribute to the assurance of 

consistency and quality in the evaluation of 

generated Cyphers and answers, particularly 

when human assessment is a critical component 

for bespoke graph schemas. Such an approach 

could yield more efficient implementations and 

superior outcomes, minimizing the necessity for 

extensive modifications to accommodate specific 

graph structures. 

CONCLUSION 
The complex process of gaining a thorough 

understanding of building data requires the use 

of various well-organized methods specifically 

aimed at creating a detailed view of different 

architectural features. Leveraging advanced 

technologies, including sophisticated graph 

databases and innovative Large Language 

Models, enhances user interaction with building 

data, making it more intuitive and accessible. The 

resulting web application helps architects refine 

spatial design and layout more effectively, 

ultimately improving the overall design process. 

A key contribution of this research is the 

development of a 3D knowledge graph that 

represents the circulation of the building, 

allowing distance-based inquiries. The Ggraph 

tool streamlines graph processing in 

Grasshopper. This tool enables users to derive 

skeletons and improve graphs, proving to be 

essential for crafting and altering custom 3D 

graphs within the Rhino-Grasshopper framework. 

Its potential extends beyond the current study, as 

it can be utilized to create Geometry-Graph 

datasets for other AI research endeavors, thereby 

contributing to the advancement of architectural 

data analysis and visualization. 
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