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This article addresses the problem of optimizing urban layouts to enhance city running 

vitality. This research aims to introduce an innovative approach by combining predictive 

modelling with generative design, utilizing GAN and Stable Diffusion models to optimize 

city layouts for enhanced running vitality. This study employs a five-step methodology, 

using Chicago as the test area. First, a graphic plan is generated with color-coded urban 

elements, complemented by a running heat map from Strava. Both images are each 

cropped into 900 samples, which are used for Pix2Pix training. Next, graphic plans are 

evenly grouped based on running vitality scores calculated from grayscale values in road 

areas, ranked from highest to lowest, and each group is used to train a unique LoRA 

model. Finally, Stable Diffusion applies these models to generate optimized city layouts, 

validated through Pix2Pix predictive model. In conclusion, this hybrid generative-

predictive approach offers an efficient workflow for urban designers, providing flexibility 

to experiment with and refine city layouts in a way that maximizes urban running vitality. 

This study also demonstrates the potential of AI-enhanced urban planning, introducing an 

innovative pathway to more accurately and dynamically optimize urban environments. 
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INTRODUCTION 
Building a running-friendly city plays an 

important role in fostering public health and 

social connectivity. A running-friendly city not 

only fosters healthier lifestyles by encouraging 

regular physical activity, which can reduce the risk 

of chronic diseases like obesity, heart disease, and 

diabetes, but also encourage social interaction 

and community cohesion. Therefore, it is 

significant for city planners to consider how to 

encourage running activity in their designs. 

The application of new technologies can, to 

some extent, enhance the reliability and accuracy 

of urban planning. For example, Sun et al. (2021) 

explores the application of Pix2Pix, to predict 

cycling and running activities based on urban 

design, using Strava heat maps and urban graphic 

plans as the training set. However, while this study 

provides valuable insights, they primarily focus on 

predicting activity patterns rather than generating 

proactive design solutions. 

This research proposes an innovative 

extension of this idea by integrating predictive 

modelling with generative urban design. By using 

Stable Diffusion in conjunction with Pix2Pix, we 

develop a model that enables urban designers to 

optimize city layouts through text and image 

input, enhancing the running-friendliness of cities. 
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LITERATURE REVIEW 
The rise of location-based fitness apps such as 

Strava has provided researchers with valuable 

data for studying activity patterns in urban spaces. 

For example, Afrianto et al. (2023) explored the 

correlation between the Green View Index (GVI) 

and running activity using Strava and Google 

Street View data in Yogyakarta and Singapore. 

Luo et al. (2022) analysed the spatially varying 

impacts of the built environment on physical 

activity using Strava-derived running activity 

trajectories. Strava heat map is another standout 

feature, which aggregates the paths most 

commonly taken by users. It has been employed 

in studies to understand the spatial distribution of 

running and cycling activities. As mentioned 

earlier, Sun et al. (2021) used screenshots of the 

Strava heat map as their training set to build a 

predictive model for running heatmaps. 

Pix2Pix, a type of conditional generative 

adversarial network (GAN) introduced by Isola et 

al. (2017), has proven effective in image-to-image 

translation tasks such as generating floor plans 

(Yildiz et al., 2022) or facades (Luo et al., 2023). 

Meanwhile, it is often used as a predictive tool. 

Wan et al. (2023) used Pix2Pix to predict the 

spatial distribution of urban amenities for workers 

based on the built environment. Wu et al. (2024) 

employed Pix2Pix to predict UTCI and outdoor 

wind conditions based on building layout images. 

Shi et al. (2024) used the similar method to predict 

indoor natural ventilation in residential. Pix2Pix is 

also proved to be an ideal candidate for 

predicting running routines based on urban 

graphic plans, as demonstrated by Sun et al. 

(2021). The Fréchet inception distance (FID) 

introduced by Heusel et al. is a metric used to 

assess the quality of images created by Pix2Pix. A 

lower FID score indicates that the generated 

images are closer to the real images in the feature 

space, implying better quality and diversity. 

However, they are not absolute; they are 

meaningful when comparing models or setups. 

Generative models, such as diffusion models, 

have demonstrated significant potential across 

various domains, including image generation and 

design synthesis. Among these, Stable Diffusion 

stands out for its flexibility and control over 

generated content, enabling iterative refinements 

and producing diverse outputs. Its applications 

extend to urban planning. Kapsalis (2024) 

presented a novel approach to urban landscape 

design, using Stable Diffusion to enable detailed 

reconstruction and modification of urban 

environments based on user input and text 

prompts. 

The literature review revealed a research gap 

in integrating predictive and generative models 

to equip urban designers with tools for visualizing 

and iteratively refining city layouts based on 

activity levels. 

METHODOLOGY 
This study focuses on Chicago as the research 

subject. The methodology, illustrated in Figure 1, 

is structured into five main steps: 

1. Data Collection: Use Mapbox to generate a 

graphic plan of Chicago. Subsequently, a 

running heat map of the selected area is 

extracted from the Strava heat map.  

2. Pix2Pix Training: The two images are each 

cropped into 945 small images of 512x521 

pixels. After removing 25 sets of meaningless 

images, 900 sets of images are selected for 

Pix2Pix training, with 20 sets left aside to test 

the model's accuracy. 

3. Data grouping: Each cropped graphic plan is 

assigned a running vitality score, and all 

images are evenly divided into five groups 

based on their scores, ranked from highest to 

lowest. The running vitality score is 

determined by the average grayscale value in 

the road areas of the heat map, where a 

higher grayscale value indicates a higher 

running vitality. 

378 | eCAADe 43 – Volume 2 – Confluence



4. LoRA Training: Each group of images is used 

to train a separate low-rank adaptation (LoRA) 

model, with each LoRA model representing a 

different level of urban running vitality. 

5. Validation: Eight selected graphic plans, along 

with the intended LoRA models, were input 

into Stable Diffusion to generate an optimized 

city layout. The resulting layout is then fed 

into the predictive model generated using 

Pix2Pix for validation. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1 

Methodology 

Figure 2 

The graphic plan 

and the running 

heat map 
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Data collection 
A graphic plan of Chicago is generated using 

Mapbox, with five colors representing distinct 

urban elements: red for buildings, blue for water 

areas, green for green spaces, white for roads, and 

black for land. 

Meanwhile, a running heat map of the same 

area is extracted from the Strava heat map and 

converted to grayscale. Both images are shown in 

Figure 2. 

Pix2Pix training 
Those two images are each cropped into 945 

small images of 512x521 pixels using an identical 

method. Firstly, 25 sets of meaningless images are 

removed. Then, 900 sets of images are selected 

for Pix2Pix training. Figure 3 shows a portion of 

the dataset used for training. 

20 data samples are previously reserved to 

evaluate the performance of the Pix2Pix model. 

Meanwhile, FID is employed to evaluate and 

identify the optimal Pix2Pix model, which 

demonstrated a superior FID score of 66.8604. 

Figure 4 below presents a comparison between 

the images generated by Pix2Pix and the original 

images. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 3 

A portion of the 

dataset (25/900) 
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Data group 
Each of the 900 cropped graphic plans is assigned 

a running vitality score, Figure 5 illustrates the 

calculation method. Figure 6 shows the result.  

The running vitality score is calculated using 

the average grayscale value within the road areas 

of the heat map, where higher grayscale values 

indicate greater running vitality.  

Then they are evenly divided into five groups, 

ranked from highest to lowest based on these 

scores. Here is the range of running vitality score 

for each group:  

• Group E: Minimum value is 0.00, and 

maximum value is 61.74. 

• Group D: Minimum value is 61.84, and 

maximum value is 73.21. 

• Group C: Minimum value is 73.32, and 

maximum value is 85.47. 

• Group B: Minimum value is 85.55, and 

maximum value is 101.03. 

• Group A: Minimum value is 101.10, and 

maximum value is 150.28. 

 

 

 

 

 

 

 

 

 

 

Figure 4 

The images 

generated by 

Pix2Pix and the 

original images 

 

Figure 5 

The method of 

calculating 

running vitality 

score 
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LoRA training 
Each group of graphic plans, from Group A to 

Group E, is utilized to train a distinct LoRA model, 

with each model corresponding to a specific level 

of urban running vitality. The training process 

involves setting a unique prompt for each group, 

formatted as “urban graphic plan in 

runninglevelX”. For instance, the prompt for 

Group A is specified as “urban graphic plan in 

runninglevelA”, while subsequent groups follow a 

similar naming convention. We found that the 

best performance is achieved when the repeat 

parameter is set to 8 and the epoch parameter to 

20.  

With these five LoRA models in place, urban 

designers can leverage Stable Diffusion to 

optimize city layouts seamlessly. By simply 

providing the image to be optimized and a brief 

text prompt, designers can generate enhanced 

urban designs that align with specific running 

vitality levels. These models simplify the design 

process while providing targeted and effective 

optimization results. In the next step, we further 

validate the reliability of the models. 

Validation 
We randomly selected two images from each of 

Group B, C, D, and E to optimize their running 

vitality. The goal of the optimization was to 

increase their running vitality by one level, such as 

upgrading Group B to Level A. And the text input 

is just “urban graphic plan in runninglevelA”. 

First, the selected images were input into 

Stable Diffusion using its img2img functionality. 

By applying the corresponding pre-trained LoRA 

model for each group, we generated optimized 

results that reflected the desired running vitality 

level. These generated images were then 

processed through the Pix2Pix model to predict 

their updated running heat maps. The running 

vitality scores of the predicted heat maps were 

calculated and compared to the original scores to 

assess whether the optimization target was 

achieved. Figure 7 presents the results of the 

validation process.

Figure 6 

Scatter plot of 

running vitality 

score 
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DISCUSSION 
It is interesting that, during the input stage, we 

did not provide highly detailed text prompts, such 

as “adding roads”. However, it seems that LoRA 

has already learned which spatial features are 

conducive to enhancing running vitality, and 

LoRA is able to generate optimized images 

accordingly.  

In this section, the above 8 cases will be 

discussed in detail individually to see how the 

urban layouts are adjusted. The optimized areas 

for all cases are shown in Figure 8.  

• In Case 1, the score improved from 60.29 

(Level E) to 68.47 after adding a road, a 13.6% 

increase that upgraded it to the next level. 

• In Case 2, the score rose from 53.79 (Level E) 

to 66.11 after widening the road, a 22.9% 

improvement that advanced it to the next 

level. 

• In Case 3, the score increased from 64.40 

(Level D) to 71.37, a 10.8% improvement, but 

did not advance to the next level. The change 

involved adjusting the region's layout. 

• In Case 4, the score improved from 62.03 

(Level D) to 84.00, a 35.4% increase that 

successfully advanced it to the next level by 

modifying the region's layout. 

• In Case 5, the score increased from 73.11 

(Level C) to 86.29, an 18.0% improvement that 

successfully advanced it to the next level by 

altering the building configurations around 

the roads. 

• In Case 6, the score improved from 79.20 

(Level C) to 86.47, a 9.2% increase that 

successfully advanced it to the next level. The 

primary change involved adding roads within 

the green space. 

• In Case 7, the score increased from 86.86 

(Level B) to 93.45, a 7.6% improvement, but it 

did not advance to the next level. The changes 

focused on modifying the building 

configurations around the roads. 

• In Case 8, the score improved from 88.54 

(Level B) to 104.15, a 17.6% increase that 

successfully advanced it to the next level. The 

primary change involved adding green spaces. 

Overall, the running vitality scores of all cases 

improved, with running vitality advancing by one 

level in all cases except Case 3 and Case 7.  

 

Figure 7 

The final results 
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Figure 8 

Optimized areas 
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CONCLUSION 
In summary, this study investigates bridging the 

gap between predictive modelling and generative 

urban design. By integrating predictive models 

with generative design techniques, urban 

designers gain a powerful toolset to visualize, 

experiment with, and refine city layouts that 

optimize urban running vitality. This AI-driven 

workflow enables iterative design exploration, 

providing designers with valuable insights and 

flexibility. Furthermore, the approach can be 

adapted to other cities by training AI models 

tailored to their specific urban contexts. 

Another key advantage of this method lies in 

its adaptability. Although demonstrated here in 

the context of enhancing running vitality, the 

same approach can be extended to other urban 

optimization objectives. By replacing the running-

related heatmap input with other spatial datasets, 

the workflow can be repurposed to support goals 

such as improving air circulation in specific urban 

areas. For example, urban layouts with strong 

natural ventilation performance can be used as 

training samples, enabling models like Stable 

Diffusion to generate urban forms that promote 

better airflow.  

However, this study has several limitations. 

First, due to current technical constraints, the 

optimization is limited to specific regions and 

cannot yet be applied at the scale of an entire city. 

Second, when generating the graphic plan, 

additional colors could be incorporated to 

represent more detailed information, such as 

building programs or land uses, which could help 

enhance the interpretability and accuracy of the 

workflow. Lastly, the current classification of areas 

into only five groups based on running vitality 

scores could be refined. Introducing a more 

granular grouping system would offer greater 

precision and control over the degree of 

optimization, enabling designers to make more 

targeted interventions. 
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