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Generative models are transforming creative disciplines including architectural design, 
enabling automated floor layout generation. However, incorporating the way a floor 
layout is situated in its surrounding has been so far neglected in the related body of 
research. This study addresses this gap by introducing Oriented-HouseDiffusion, a 
generative model that allows conditional layout generation based on orientation of spaces 
alongside adjacency requirements, a critical factor in contextual building design. Using a 
special-purpose attention mechanism, Oriented-HouseDiffusion enables designers to 
influence the generative process. We extend an existing dataset with orientation-specific 
features to support this approach and propose an evaluation metric tailored to 
orientation-aware design. Experiments highlight the ability of the model to provide 
diverse design alternatives while remaining responsive to input conditions. Moreover, the 
performance of the Oriented-HouseDiffusion model is compared against a baseline model 
through an ablation study to clarify the advancement of the proposed approach. The 
potential expansion opportunities for the floor layout generation line of research are also 
highlighted. 
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INTRODUCTION 
Layout is defined as the way elements are 

arranged in a specific design. The allocation of 
layout components to certain positions plays a 
determining role in many design-related 
applications, including architecture. Effective 
layout design helps the ideas of designers to be 
more clearly communicated  since humans are 
capable of distinguishing spatial situations based 
on features such as overlap and adjacency 
(Egenhofer, 1989). One of the key factors in layout 
arrangement is orientation, which can be defined 
either in a geographic or graphic space, 
influencing humans’ spatial thinking (Török, 
2020). The terms such as East and West are more 
commonly used to describe the orientation in 

geographic-related applications instead of alike 
expressions, such as right and left (Egenhofer, 
1989).  

With the advancement of generative artificial 
intelligence (GenAI), the field of layout design has 
also benefited from intelligent approaches. 
Remarkably, GenAI-based approaches have 
shown robustness to be guided by design 
conditions. Within the framework of constraint 
satisfaction problems, these design conditions 
can be formulated as a global constraint in which 
a constraint involves an arbitrary number of 
variables, capable of being handled by special-
purpose algorithms (Russell and Norvig, 2022). 
Despite the advancements of AI-based methods 
for visual comprehension of images, spatial 
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reasoning has still remained a challenge. 
Moreover, none of the currently available floor 
layout datasets such as RPLAN (Wu et al., 2019), 
LIFULL (LIFUL, 2015), cubicasa (Kalervo et al., 
2020), and Modified Swiss Dwellings (Van 
Engelenburg, Khademi, Mostafavi, et al., 2023) 
include orientation as a feature for distinct spaces 
in a floor layout.  

In architectural design, the environmental 
factors such as daylighting, view quality, and 
noise prevention are influenced by the way the 
floor layout is positioned within its micro-climatic 
context (Mostafavi and Khademi, 2023). 
Moreover, among many insights that can be 
injected into the architectural design flow, the 
relation of design elements with respect to their 
context is crucial (Zawidzki and Szklarski, 2020). 
Consequently, Context-aware floor layout design 
enhances user comfort and the quality of living 
experience (Overtoom et al., 2019). 

To effectively condition the floor layout 
generation process based on its context, it is 
essential to translate environmental constraints 
into machine-readable signals as the guidance 
drive to the generative model. Among GenAI 
approaches, diffusion models have enhanced 
creativity and co-creation in architectural design 
process (Duran et al., 2024), and resulted in 
higher-quality floor layouts based on human 
evaluators (Mostafavi et al., 2024). 

This study proposes a pipeline for the task of 
floor layout generation conditioned on 
connectivity and orientation. Our contributions 
are listed as follows:  

• Extending RPLAN floorplan dataset (Wu et al.,
2019) towards contextual design

• Introducing Oriented-HouseDiffusion, an
orientation-aware GenAI model for floor
layout generation

• Applying a proposed special-purpose metric
to assess the spatial-related performance of
the  Oriented-HouseDiffusion model

Our proposed GenAI model, Oriented-
HouseDiffusion, accepts the functional graph of 
the floor layout, specifying the number of rooms, 
their adjacency, and their cardinal orientations as 
input condition. The model learns in the training 
process to generate variations of collections of 
room shapes and proportions, in the form of a 
floor layout, while trying to adhere to the input 
conditions (Figure 1). 

RELATED WORK 

Conditional floor layout generation 
In real-world settings, when the goal of the 
generation process is to guide the outcome to 
comply with a single or set of constraints, a 
conditional procedure is to be employed. 
Although “conditioning” generally refers to a 
strict requirement or prerequisite of a situation, 
the term has also been referred to as “guidance” 
as a way of matching the conditioning 
information (Bishop and Bishop, 2024), which 
implies a relaxation to the original problem. The 
idea of conditioning the generation process has 
been a point of interest since the development of 
Generative Adversarial Networks (GANs) and 
Variational Auto-Encoders (VAEs) (Kingma and 
Welling, 2013; Mirza and Osindero, 2014).  

More recently, the idea of diffusion models, as 
a powerful subclass of GenAI models, was 
proposed by (Sohl-Dickstein et al., 2015), 
formulating the generation process into two 
phases of corrupting and reviving the data 
instance. In this setting, noise is sequentially 
added to the input data in the forward process 
until reaching a predefined distribution. Then, the 
aim is to denoise the corrupted data from the 
predefined distribution back to the input data. 
Once the model learns to effectively denoise the 
data samples in the training process, it can 
generate new data instances from the predefined 
distribution. Progressions on diffusion models 
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were later proposed to demonstrate their 
capability to generate higher-quality samples (Ho 
et al., 2020). Compared to other generative 
models, diffusion models have shown superiority 
in terms of high quality and diversity, avoiding 
mode collapse (Dhariwal and Nichol, 2021) and 
accommodating both discrete and continuous 
data types (Iwai et al., 2024), suitable for 
architectural design applications where diversity 
and handling data type variety are valued. 

In studies regarding conditional generation of 
floor layouts using diffusion models, attention has 
been so far paid to meet design requirements in 
the spaces within the layout boundary. For 
instance, the PuzzleFusion model (Hosseini et al., 
2023) takes the shape and types of the rooms in 
a floor layout as the conditions alongside the 
position and rotation as the inputs to the model. 
In another study by (Shim et al., 2024), four types 
of conditions including layout boundary, doors, 
rooms, and a combination of them are applied in 
the input image to guide the generation of 
layouts using a finetuned diffusion model. In the 
HouseDiffusion study by (Shabani et al., 2023), the 
generation of floor layout is conditioned by an 
input graph representing the adjacency of spaces 
which guide the connectivity aspect of the 
generated layouts. In the floor plan graph study 
by (Su et al., 2024), a connectivity graph is 

denoised using the floor layout boundary as the 
model's condition, resulting in generated layouts 
with an overlaid adjacency graph. As a 
consequence, conditions have far included the 
room function, room areas, building boundary, 
and adjacency of spaces.  

Despite being crucial, conditioning the 
generation of architectural floor layouts on the 
orientation of spaces has remained untouched. 
Although the relative positions of spaces in terms 
of connectivity have been taken care of, the 
direction toward which the spaces are facing (i.e., 
orientation) is in essence a more restrictive 
condition. The daylight availability, noise sources,  
surrounding buildings, and the presence of water 
bodies and vegetation all contribute to the way a 
building is oriented in its context (Mostafavi and 
Khademi, 2023). The aim of this study is therefore 
to make the process of floor layout generation 
orientation-aware. 

Floor layout evaluation metrics 
In design disciplines, evaluation metrics are 
multifaceted and subjective (Gero and 
Milovanovic, 2024). In the realm of GenAI in 
layout design, assessing the generated data has 
been challenging and still in progress (Van 
Engelenburg, Khademi and Van Gemert, 2023). 
Several general-purpose metrics have been 

Figure 1 
left: input 
conditions 
(connectivity and 
orientation), 
middle: denoising 
process of 
Oriented-
HouseDiffusion 
model, and right: a 
sample generated 
floor layout 

Input graph Oriented-HouseDiffusion Generated
floor layout

Connectivity
(edges)

Orientation
(node attribute)

zone 1: West
zone 2: East
…

- zone 1 connects to
all other zones
- zone 2 connects to
zone 1
…

Connectivity and
orientation aligned
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employed to evaluate layouts, namely (mean/ 
max) intersection over union (mIoU), and Fréchet 
inception distance (FID) (Zhang et al., 2023). 

In floor layout generation, special-purpose 
metrics such as graph edit distance (GED) have 
been devised to evaluate the compatibility of the 
generated layout with the conditional graph in 
terms of spaces’ connectivity (Nauata et al., 2020, 
2021; Shabani et al., 2023; Upadhyay et al., 2022). 
Additionally, qualitative approaches have been 
followed to assess the realism of layouts based on 
a user study to differentiate real and generated 
layouts (Hu et al., 2020; Nauata et al., 2020, 2021; 
Shabani et al., 2023; Wu et al., 2019). More 
complex approaches have included assessing the 
structural similarity of floor layouts in terms of 
quantitative metrics (Van Engelenburg, Khademi 
and Van Gemert, 2023), and addressing more 
detailed qualitative criteria such as room 
proportions and typology detection (Mostafavi et 
al., 2024). Therefore a combination of both 
instrumental and qualitative assessments seems 
to balance the efficiency and fairness in GenAI 
models. In the current study, Orientation 
Alignment (OA) metric in introduced to evaluate 
the orientation of spaces in generated floor 
layouts. While being similar to GED in terms of 
assessing organization of elements in a layout, OA 
gives more insight about the position of spaces 
with respect to a reference point than only 
focusing on the interior connectivity. 

ORIENTED-HOUSEDIFFUSION 
Inspired by HouseDiffusion (Shabani et al., 2023), 
we introduce Oriented-HouseDiffusion (Figure 2) 
for the task of conditional floor layout generation. 
In HouseDiffusion, the elements of a floor layout 
are generated on room level with specific 
function, only conditioned on connectivity, and 
evaluated based on general-purpose metrics. In 
Oriented-HouseDiffusion, the generated floor 
layout elements are grouped into zones based on 
their environmental demands, cardinal 
orientation constraints the generation alongside 

the connectivity, and a special-purpose metric 
evaluates the floor layouts. These points of 
difference would lead to less detailed but more 
constrained floor layout generation, more similar 
to the real early-stage architectural design. The 
following sub-sections elaborate on the dataset 
curation, network architecture of Oriented-
HouseDiffusion, and experiments’ specifications. 

Dataset: Oriented-RPLAN 
The first step toward training an orientation-
aware diffusion model is to annotate orientations 
in the dataset. The annotations can be calculated 
from the geometry of the room, therefore 
considered as an additional dependent attribute. 
In this work, the floor layouts of RPLAN dataset 
(Wu et al., 2019) are formatted to include the 
orientations of the spaces. Similar to 
HouseDiffusion, an image instance of RPLAN is 
initially converted to a JSON file. Room types, 
bounding boxes per room, edges, and adjacent 
room indexes are the keys in the key-value pairs 
of JSON files for the floor layouts.  

We made the following modifications to the 
JSON format of RPLAN dataset: 1) grouping the 
rooms and converting them into zones, 2) 
assigning the orientation to each zone, and 3) 
cleaning incompatible floor layouts. The zones are 
defined based on the environmental demands of 
each space which influences the orientation in the 
design process. Different zones correlate with 
occupant thermal, visual, and acoustic comfort 
(Mostafavi and Khademi, 2023). Accordingly, zone 
1 contains living-room (view quality dominant), 
zone 2 bedrooms (noise prevention dominant), 
zone 3 bathroom, toilet, and storage (no crucial 
environmental demand), zone 4 kitchen, dining 
room, and study room (daylight dominant), and 
zone 5 balcony (outdoor space). Although a single 
zone might have multiple environmental 
demands at the same time, the dominating factor 
has been considered in all zones. 

The method we propose for the allocation of 
orientation to each zone follows two steps: first, 
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the elongation of each space is specified by 
simply comparing the length and width of its 
corresponding bounding box along the x and y 
axes, which makes the space fall into either the 
North/South or East/West category. Next, the 
coordinates of the geometrical centroids of each 
space are compared to those of the whole layout 
(which is the weighted average of all rooms and 
doors present in a layout). For the spaces in the 
North/South category, those with centroids 
having the y value larger than that of the layout 
centroid are assigned as “North”, and those with 
centroids having the y value smaller than that of 
the layout centroid are assigned as “South”. The 
same logic is applied on the x-axis to make the 
“East”-facing spaces distinct from “West”-facing 
ones. Next, the layouts with redundant internal 
doors were eliminated in the cleaning phase. As a 
result, a new key called “orient” is added to the 
JSON file. of each floor layout for each space, 
making the Oriented-RPLAN dataset. 

Every floor layout in Oriented-RPLAN is 
represented as a set of polygonal loops for each 
zone and door, analogous to HouseDiffusion data 
representation. Each loop then contains a 
sequence of corners with 2D coordinates. For 
each corner, the embedded features include 
coordinates 𝐶𝐶𝑖𝑖,𝑗𝑗𝑡𝑡 , zone type Zi, orientation type Oi, 
zone index I(i) and corner index I(j) alongside the 
time step t. Similar to the zone types, orientation 

categories are one-hot encoded with dimension 
25. Although in the current study we use 5 zone
types and 4 orientation categories, the rest of the
one-hot encodings can be saved as a placeholder
for further expansion of the work with more zone
types or finer orientations (ex,. North-West,
South-East, etc.). Similarly, but with a dimension
of 32, the zone index and corner index are also
one-hot encoded vectors. The corner coordinates
are augmented (AU) by uniformly sampling 8
points along the walls, ensuring the preservation
of the incident relationships.  Eventually, a corner
feature embedding is linearly converted to a 512D
vector (equation 1).

𝐶̂𝐶𝑖𝑖,𝑗𝑗𝑡𝑡  ← Linear([AU(𝐶𝐶𝑖𝑖,𝑗𝑗𝑡𝑡 ), Zi, Oi, I(i), I(j), t])      (1) 

Network architecture 
Oriented-HouseDiffusion is a diffusion model 
with a transformer architecture at the core of the 
denoising process. In the training diffusion 
process, the goal is to infer the floor layout 
representation at time t-1 given the one at time 
step t. In this setting, each corner’s embedding 
vector is a node in the transformer architecture 
equipped with structured attention layers. Thus, 
the denoising process operates on the corner’s 
embedding vector. The attention mechanism is 
used to generate the output sequence (here, the 
generated floor layout loops) by focusing on the 

Figure 2 
Oriented-HouseDiffusion 
workflow:  
left: data preparation to 
add orientation feature 
middle: a simplified floor 
layout and sample 
corner vector  
embedding going 
through devised 
attention layers,  
right: output evaluation 
based on visual and 
spatial metrics 
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relevant parts of the input sequence (here, the 
input floor layout loop) (Vaswani et al., 2017). 
Originally in HouseDiffusion, there are three types 
of attention masks, which are devised to control 
the coherence of room shapes (Component-wise 
Self Attention – CSA), the integrity in the whole 
layout (Global Self Attention – GSA), and the 
physical connectivity of rooms (Relational Cross 
Attention – RCA). In Oriented-HouseDiffusion, an 
additional attention mask (Orientation Cross 
Attention – OCA) is introduced which makes the 
corners of the zones with the same orientation 
attend to each other (Figure 2). Respectively, the 
OCA masks out the relations between corners 
with dissimilar orientations. RCA mask is created 
using the conditioning connectivity graph and 
OCA is structured based on the conditioning 
orientation defined as an attribute of the input 
graph. In this way, all four masks work together to 
pass intended information on geometry 
coherence, connectivity, and orientation from 
corners to one another. In compliance with 
HouseDiffusion, embedding vectors go through 
continuous and discrete denoising with a single 
linear layer at the end inferring noise at each node 
(i.e., each corner of each zone). An example is 
depicted on top of OCA mask in Figure 2 and the 
output of the model is similarly the corner 
coordinate of zones which is visualized into an 
image of the generated floor layout. 

Experiments 
A similar approach to HouseDiffusion is followed 
in the current research's experiments. The 
Oriented-HouseDiffusion model is trained for 
100k steps with a batch size of 64 on a single 
NVIDIA Tesla T4 GPU. The target set, which shows 
the number of spaces a floor layout encompasses, 
is set to 6. The number of diffusion steps is 1000 
and the time parameter t is uniformly sampled 
during training. About 18,000 samples of the 
RPLAN are used for the experiments, having been 
pre-processed to include the orientations and 
later cleaned. To avoid memorization of samples 

by the model, layouts with the same set of 
objectives as the testing time are excluded from 
the training. Continuous denoising is followed by 
discrete denoising to ensure the alignment of the 
generated floor layouts with geometric 
characteristics such as orthogonality (Shabani et 
al., 2023). The L2-norm regression loss function is 
used as the main drive of the training process, 
comparing the noise on the corner coordinates at 
the corresponding forward and denoising steps. 

The evaluative metrics are Fréchet Inception 
Distance (FID) (Heusel et al., 2017), capturing the 
similarity of generated layouts to the real ones, 
modified Graph Edit Distance (GED) (Abu-Aisheh 
et al., 2015), quantifying the compatibility of the 
input graph with the graph corresponding to the 
generated layout, and Orientation Alignment 
(OA), checking the match between the orientation 
of zones in the generated layouts and the real 
ones. To further explore the effectiveness of the 
approach, an ablation study is conducted. In the 
general setting of Oriented-HouseDiffusion, all 
the attention mechanisms are active. Another 
experiment is set when OCA is deactivated, 
leading to vanilla HouseDiffusion. The 
performance of the approach under the different 
settings are compared across three metrics. 

FINDINGS AND DISCUSSION 
To evaluate the performance of the Oriented-
HouseDiffusion in terms of diversity, connectivity, 
and orientation, 64 floor layouts were randomly 
sampled from the trained model. The same 
approach was followed for the ablation study 
when the OCA mask was deactivated. Table 1 and 
Figure 3 show the numerical and visual results for 
the generated floor layouts, respectively. The 
floor layouts generated by Oriented-
HouseDiffusion show less diversity (i.e, higher 
similarity to ground truth), lower graph 
compatibility, and higher orientation alignment, 
compared to the HouseDiffusion model. Since the 
Oriented-HouseDiffusion is essentially more 
constrained (with both input graph and 
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orientation), resulting floor layouts are visually 
more similar to the ground truths, which explains 
the lower FID value. On the other hand, since 
HouseDiffusion is only constrained on the 
connectivity of zones, it results in a lower GED 
value (i.e., higher compatibility in connectivity). 
This makes the trade-off between GED and OA 
since both affect the way the zones are spatially 
arranged; GED controlling the interior 
connectivity and OA assessing the location of 
zones compared to the cardinal orientations. As a 
result, floor layouts generated by Oriented-
HouseDiffusion are more orientation-aware (i.e,. 
higher OA value), which confirms the effect of 
conditioned generation through orientation. 

Model FID (↓) GED (↓) OA (↑)
OHD 43.62 2.95 0.549
HD 48.55 2.55 0.492

Observation of sampled floor layouts 
demonstrates that Oriented-HouseDiffusion 
tends to align the orientation of zones with larger 
areas (1: living room, and 2: bedrooms) more 

efficiently than the smaller ones (Figure 3). One 
reason stems from the conflicting effect of RCA 
and OCA masks, both of which try to control the 
position of spaces based on their particular logic. 
Moreover, since the OCA mask controls the 
relative orientation of zones, some generated 
samples would result in higher rates of OA with a 
simple 90- or 180-degrees rotation (ex., row three 
of the samples in Figure 3). To take this matter 
into account, all four possible rotations are 
considered while calculating the OA for each 
generated floor layout. In this way, the most 
aligned variation of the generated floor layout in 
terms of orientation is specified. 

CONCLUSION AND PERSPECTIVES 
Architectural floor layout generation is a complex 
and challenging task due to the intricate interplay 
of numerous design parameters and constraints. 
In this study, we introduced the Oriented- 
HouseDiffusion model, built on top of the 
previously presented HouseDiffusion model for 

Figure 3 
Sample results of 
generated floor 
layouts by Oriented-
HouseDiffusion and 
HouseDiffusion. (The 
ground truth floor 
layout of the given 
input graphs is 
visualized for ease of 
visual comparison) 

Table 1 
comparative 
results of the 
trained models 
(OHD: Oriented-
HouseDiffusion, 
and HD: 
HouseDiffusion) 
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the task of floor layout generation. The model is 
trained on the proposed Oriented-RPLAN dataset 
to align the orientation of zones with the given 
input condition. Orientation, as an important 
spatial factor, is introduced to the way a floor 
layout is represented and its features are 
embedded. In this way, zones are not only 
arranged based on their interior connectivity 
requirements, but also in relation to the 
environmental factors. In the transformer core of 
Oriented-HouseDiffusion model, a newly defined 
attention mask was further employed to attend to 
the additional orientation features. This model 
was then trained on the Oriented-RPLAN. 
Moreover, a new metric for the evaluation of the 
orientation  alignment was proposed, measuring 
the match between the desired and generated 
orientation of spaces in a generated floor layout 
instance.  

The experiments showed that the proposed 
orientation attention mask is effective in guiding 
the model toward generating orientation-aware 
floor layout samples. Although in this study the 
orientation condition is inferred from the test set 
ground truths, a modification in inference would 
allow the users to define the input graph with 
adjacency and orientation demands. This would 
expand the studies regarding AI-based solutions 
toward the environmental human-machine 
collaborative design process. Moreover, the 
output floor layouts can be generated in both 
SVG (scalable vector graphics) and PNG (portable 
network graphics) formats, ensuring ease and 
variety of design manipulation in further layout 
design stages. Further expansion options for the 
research line include: 

- Applying the Oriented-HouseDiffusion model
on a more complex dataset (ex., MSD)

- Introducing finer granularity of orientation
(ex: 45 degree instead of 90 degree) as the
input condition for Oriented-HouseDiffusion

- Expanding ablation studies in terms of
modifications in attention masks

- Extending the method in such a way that the
orientation condition is learned from the
context of the building boundary

In future studies, we will try to investigate the
mentioned expansion opportunities to enhance 
the applicability of GenAI-based floor. To 
promote reproducibility, the associated code and 
data samples can be found in this repository: 
https://github.com/Fatemeh-
Mostafavi/Oriented_HouseDiffusion  
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