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Advancements in Human-Computer Interaction (HCI) have been revolutionizing how 
designers engage with computational tools, progressively introducing new methods for 
creative expression and problem-solving. Addressing this evolving landscape, this paper 
introduces the Kakadoo plugin for the visual programming environment of Grasshopper, 
a pioneering voice-driven design tool powered by Large Language Models (LLMs) and 
developed to make co-design and decision-making accessible. Kakadoo employs speech 
recognition and LLM technology to interpret natural language commands, with the idea 
of enabling users to intuitively manipulate their models within Grasshopper.  
Evaluated through co-design workshops, Kakadoo helped interpret various vocal 
prompts, offering immediate visual feedback. This was particularly effective in setting up 
meaningful discussions among stakeholders, including urban planners, civil engineers 
and environmental specialists. Nevertheless, the experiments also identified areas for 
refinement, including better handling of complex commands and diverse linguistic 
expressions.  
This paper discusses the implications of the tool for collaborative urban planning, 
addressing its integration possibilities, documentation, and limitations. Ethical 
considerations and the need for balancing precision with user-friendly adaptability are 
also explored, aiming to guide the future development of Kakadoo as a transformative 
tool for inclusive urban planning. 

Keywords: Human Computer Interaction(HCI), Citizen Science, Co-creation, Urban 
Planning, Voice-based Design, Large Language Models (LLMs), Grasshopper Plugin.     
 

INTRODUCTION 
In the field of urban development, collaborative 
planning practices have proven to be 
transformative, enhancing inclusiveness and 
effectiveness in professional co-creation. Studies 
(Ertiö 2015; Hordijk et al. 2015; Marshall et al. 
2024; De Filippi et al. 2020) have found that digital 
technologies may both facilitate and complicate 
communication and interaction among 
stakeholders. Although their impact in supporting 
professional collaboration in urban planning has 

been modest so far, this is expected to increase 
significantly in the future. As early as 2000, the 
European Council emphasized the importance of 
promoting diverse means of communication to 
ensure effective collaboration and prevent 
exclusion due to informational barriers. In 
accordance with this, professionals involved in 
urban planning are encouraged to leverage 
emerging digital technologies to bridge socio-
economic, educational, cultural, and linguistic 
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barriers—the so-called digital divide (Janowski 
2015; Shaw and Graham 2017). 

Collaborative design tools based on Artificial 
Intelligence (AI) and Machine Learning (ML) are 
part of this evolving digital technology landscape. 
As it is not yet a mature field, unresolved 
questions remain regarding the benefits, 
limitations, and concerns related to AI-driven 
collaborative methods, including digital literacy, 
trust, privacy, legitimacy, accountability, and 
possible conflation of genuine collaboration with 
mere consultation (Birhane et al. 2022). Recent 
studies (Afzalan and Muller 2018; Du et al. 2024) 
suggest that AI tools can effectively support 
professional collaboration by facilitating 
consensus-building, harnessing expert 
knowledge, and mobilizing coordinated action. 
However, their effectiveness remains highly 
dependent on the context of implementation and 
could be enhanced by integration within 
established professional workflows and digital 
infrastructures. 

One type of AI algorithm based on machine 
learning are Large Language Models (LLMs). 
These models can understand and generate 
human language by processing large amounts of 
text data. Zhou et al. (2024) have used LLMs to 
simulate human agents, such as planners and 
residents with diverse profiles and backgrounds 
for land use planning, whilst Sun et al. (2024) have 
built digital twins based on the intelligence 
provided by constructed agents through LLMs. 
Although both studies demonstrate the powerful 
capabilities of LLMs in perception, planning, and 
action, their aim is to explore the use of digital 
technology to replace and diversify human agency 
rather than to integrate and empower it.  

This paper, therefore, builds on recent 
research by examining the potential of LLMs to 
translate spoken language directly into actionable 
design commands within collaborative parametric 
modelling workflows. Specifically, this research 
addresses the question: how can speech-based 
interaction enhance human-computer interaction 

within 3D CAD software such as Rhino, 
particularly through parametric modelling 
environments like Grasshopper? In contrast to 
previous explorations of collaborative AI, the 
objective here is not to replace human expertise 
but to complement and enrich professional 
interactions.  

In what follows, we introduce Kakadoo, a new 
plugin for Grasshopper that leverages LLMs to 
parameterize vocal commands and integrate the 
latter into computational modelling in Rhino. We 
discuss its application within existing co-creation 
processes, current capabilities, limitations, and 
ethical concerns. We also present the results from 
the testing of the tool by designers in a controlled 
experiment together with reflections on next 
steps and future developments.   

BACKGROUND AND LITERATURE 
REVIEW 
Human-Computer Interaction (HCI) is concerned 
with understanding how people use digital tools, 
how these systems can better meet users' needs, 
and the impact of these technologies on our 
activities. 

At the heart of HCI is Internet of Things (IoT) 
technology, which transforms ordinary objects 
into smart, connected devices that respond to 
user needs. This prevalent computing 
environment allows interactions to occur beyond 
traditional screens. Technologies such as eye-
tracking have further refined HCI's ability to 
capture user intent, offering interfaces that adapt 
content based on where a user is looking, 
effectively transforming gaze into a command. 
Furthermore, the development of Augmented or 
Virtual Reality (AR/VR) technologies has helped 
create an immersive experience that transcends 
physical space, enabling interactions that are 
deeply integrated with the user's perception of 
reality.   

As HCI continues to evolve, there is an 
increasing focus on speech recognition and 
Natural Language Processing (NLP) technologies 
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(Cohen and Oviatt 1995; Du 2021). These 
technologies create interfaces between 
computers and humans and enable the former to 
understand and respond to when the latter speak. 
Typical examples are voice assistants, like Apple's 
Siri, Amazon's Alexa, and Microsoft's Cortana, all 
of which translate human words into command 
lines for computers to execute, offloading 
common tasks such as checking the weather, 
playing music, or setting reminders to computer 
tools.  

While advancements suggest potential future 
reductions in physical contact with traditional 
computing devices, interaction modalities will 
likely remain varied. Indeed, voice-based 
interactions, despite their seemingly intangible 
nature, retain inherently physical and sensory 
dimensions through speech and sound. Future 
directions might thus integrate voice with haptic 
and other tactile interaction methods, further 
diversifying rather than entirely eliminating 
physical engagement with technology.  

AI-powered tools and user interfaces 
in computational urban design  
AI-powered tools, when applied to urban 
planning, can help improve data visualization, 
design performance assessment, and citizen 
engagement. Innovations like the AI urban-
planning model by Zheng et al. (2023) have 
demonstrated the ability of algorithms to 
outperform human-designed spatial plans 
against specific metrics. Tools such as Midjourney, 
Stable Diffusion, and DALL-E leverage generative 
AI for rapid design iteration, while VR and AR 
applications coupled with GIS enable real-time 
scenario visualization and participatory decision-
making. However, the deployment of these AI 
tools in planning is not without its challenges, 
particularly concerning intellectual property, 
privacy, and accessibility, which often make them 
less intuitive for users without technical expertise.  

In urban planning, the effectiveness of LLMs 
depends on the specificity of tasks and prompts. 

Studies (Danaher et al. 2017; Guzman and Lewis 
2020) suggest that while LLMs facilitate dynamic 
participation by translating complex planning 
jargon into everyday language, their integration 
must be carefully managed to ensure 
responsiveness to diverse community inputs. This 
highlights a broader issue: the need for AI tools in 
planning to be adaptable, yet straightforward, so 
as to accommodate non-expert users without 
sacrificing depth or functionality. 

Cognitive versus anthropomorphic 
approaches in AI-powered tools for 
design 
Eberts (1994) describes four distinct design 
approaches within HCI aimed at developing 
intuitive, efficient, and user-friendly interfaces: 
cognitive, anthropomorphic, empirical, and 
predictive. The cognitive approach aligns 
interactions closely with human mental processes, 
simplifying usability and enhancing system 
responsiveness. Anthropomorphic designs 
emulate human traits to reduce psychological 
barriers, often through conversational interfaces 
or avatars. The empirical approach emphasizes 
iterative testing and observational refinements, 
whereas the predictive approach leverages 
modelling to anticipate user behaviour.  

So far, the integration of Large Language 
Models (LLMs) into HCI has primarily followed the 
anthropomorphic approach, developing 
conversational interfaces that mimic human 
dialogues. While this design logic has led to 
accessible interaction models, it often overlooks 
the potential of cognitive-based approaches that 
support active reasoning, adaptive behavior, and 
transparent decision-making—qualities central to 
collaborative design. This distinction is key to 
understanding Kakadoo’s intent and is later 
revisited in the reflection on its role within co-
creation workflows. Such interfaces, as Young 
(2010) suggests, could significantly enhance user 
engagement by "supporting inference and 
reasoning, planning under uncertainty, short-
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term adaptation, and long-term learning from 
experience." 

Considering these, there is a clear need for 
integrating cognitive-oriented interaction 
principles within computational design tools. 
Such integration could offer significant potential 
for enhancing professional collaboration and 
intuitive parameter manipulation in digital design 
environments. 

A NEW GRASSHOPPER PLUGIN FOR 
CONVERTING VOICE PROMPTS INTO 
DESIGN COMMANDS 
To address the lack of cognitive-based interfaces 
in computational design and to support 
meaningful collaboration in urban planning 

workflows, we developed Kakadoo, a plugin for 
Grasshopper within Rhino. Kakadoo leverages 
real-time speech recognition and Large Language 
Models (LLMs) to transform spoken commands 
directly into actionable inputs, enabling intuitive 
interaction with parametric models.  

Kakadoo consists of eight core components, each 
designed to facilitate specific modes of 
interaction (see Figure 1): 

1. Kakadoo Simple: Primarily acts as a speech
recognizer activated via button input,
translating straightforward spoken
commands directly into textual form.

Figure 1 
The pipeline of all 
components in the 
example of 
adjusting a 
building’s height 

START 
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2. Kakadoo Always-On: Continuously listens for
predefined verbal commands (catchphrases)
to trigger other components automatically.

3. Kakadoo: Utilizes Google's Speech API for
processing structured voice commands into
parameter adjustments.

4. Kakadoo Vosk: Operates similarly to Kakadoo
but employs offline speech recognition via
Vosk.

5. Kakadoo GPT: Integrates Google's Speech API 
with OpenAI’s GPT model to interpret
unstructured inputs.

6. Kakadoo Llama: Functions similarly to
Kakadoo GPT but uses the open-source Llama 
2 model,

7. Kakadoo Read Output: Outputs textual
feedback reflecting parameter adjustments.

8. Kakadoo Check: Ensures all necessary Python
libraries, microphone accessibility, and speech 
recognition dependencies are present and
correctly installed.

In Kakadoo, we use two different speech 
recognition engines to translate voice inputs into 
text commands: Google's Speech Recognition API 
for fast, accurate online transcription, and Vosk 
for flexible, offline speech-to-text conversion with 
downloadable language models.  

The eight components were developed 
to support varied input types, usage contexts, and 
technical conditions. Together, they enable a 
modular workflow that adapts to task complexity, 
interaction style, and system setup.  

Tool development and LLM’s inside 
Kakadoo 
Kakadoo represents a shift away from purely 
anthropomorphic uses of Large Language Models 
(LLMs) in Human-Computer Interaction (HCI). 
Rather than merely replicating human dialogues, 
Kakadoo leverages LLM capabilities specifically to 
support purposeful cognitive activities, such as 
consciously manipulating design parameters 
through speech. In a recent study, Chen et al. 
(2025) also proposed an agent-based system for 
early-stage design generation from natural 
language with the help of agents. In contrast, 
Kakadoo enables direct voice control of 
parametric models without modular 
interpretation layers. The integration of direct 
voice commands provides a natural interaction 
that mirrors conversational exchanges, utilizing 
the strengths of LLMs to translate human speech 
directly into precise, machine-readable 
instructions. 

Kakadoo's primary component, called 
‘Kakadoo’, processes structured input, where the 
user specifies the variable name and its desired 
value in a command, such as “Set the Height to 
12!” Here, the listen_for_command function 
captures and processes the vocal input to go from 
speech to text. The extract_value function then 
isolates and identifies the numeric value, while the 
get_slider_data function retrieves the 
corresponding slider and its GUID in Grasshopper 
by matching the slider’s nickname to the variable 
mentioned. Kakadoo can also capture the 

Figure 2 
Workflow diagram 
of Kakadoo 
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command for unstructured inputs like “Make the 
building higher!”. However, interpreting such 
directives requires additional components that 
makes use of LLMs.  

One of these components that can utilize LLM 
is Kakadoo GPT. The operational workflow begins 
with the component preparing to capture user 
input. Similarly, the process initiates with the 
listen_for_command function, which records user 
audio through the microphone and employs 
either Google's Speech Recognition API or Vosk—
depending on the component configuration—to 
convert this audio into textual commands. (see 
Figure 2) 

Once speech input is transcribed into text, the 
send_request function constructs a 
comprehensive context to guide the LLM’s 
interpretation. This includes essential parameter 
details—such as current slider names, values, and 
defined numerical constraints—alongside explicit 
instructions on how these parameters might be 
adjusted based on the spoken command. The 

LLM subsequently processes this structured 
context, returning its response in a standardized 
JSON format clearly specifying intended slider 
adjustments. This JSON response is then directly 
parsed by the change_slider_value function, which 
interfaces with the Grasshopper environment via 
Rhino's API, adjusting parameter sliders 
accordingly and thereby updating the digital 
model’s geometry in real-time. 

For example, if a user issues an unstructured 
voice command such as "I want to make the 
building higher," (see Figure 3) the LLM interprets 
this qualitative input as an instruction to increase 
the relevant parameter—in this case, the building 
height. It then generates a structured command 
such as "change_slider_value(Height, +20% from 
current value)". 

However, this scenario highlights an inherent 
limitation within Kakadoo: translating qualitative 
descriptors such as "higher" into precise 
numerical adjustments involves subjective 
interpretation. Currently, the magnitude chosen 

Figure 3 
Operational 
workflow of LLMs 
in Kakadoo 
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lacks a standardized measure, leading to 
inconsistent or unpredictable results. During our 
tests, we observed that the LLM consistently 
applied incrementally larger adjustments when 
qualitative terms were intensified—for instance, 
responding with greater increases when users 
said "more" followed by "much more." However, 
precisely determining how to systematically 
convert subjective, qualitative input into definitive 
numeric adjustments remains an open question 
that requires further investigation.  

Limitations and ethical concerns 
Kakadoo was designed to enhance interaction 
within parametric design workflows by enabling 
intuitive voice-based control over Grasshopper 
parameters. Despite its practical benefits, 
Kakadoo currently faces several limitations 
directly linked to its technical implementation. 

Furthermore, Kakadoo’s functionality heavily 
relies on clearly defined and distinct Grasshopper 
variable names, particularly the sliders. If variable 
identifiers are ambiguous or too similar or written 
in a special way (as in nicknames), the LLM 
struggles to correctly associate voice commands 
with the intended parameters, resulting in 
unintended adjustments.  

Additionally, translating qualitative voice 
instructions—such as "higher" or "larger"—into 
precise numeric values remains inherently 
subjective, as Kakadoo currently lacks 
standardized reference scales or quantitative 
guidelines. Although as mentioned, incremental 
intensity recognition was observed (e.g., 
commands intensified from "more" to "much 
more" produced proportionally larger parameter 
adjustments), systematic numeric interpretation 
remains challenging. 

Another critical limitation concerns 
computational processing speed. Kakadoo's real-
time responsiveness can be compromised by 
inherent latency associated with running complex 
LLM tasks, causing noticeable delays in speech-
to-parameter adjustments. These delays may 

disrupt seamless interaction and reduce efficiency 
during rapid parametric design processes. 

Ethical concerns also surface with the 
deployment of LLMs, as their increased energy 
demands for running  computational tasks, pose 
environmental issues. Beyond this, the use of 
voice as the primary mode of interaction 
introduces new questions: speech-based design 
shifts the role of the designer from a hands-on 
maker to a verbal operator, raising concerns 
about authorship and agency. Additionally, in 
collaborative environments, speech clarity and 
delivery can affect how input is received and 
interpreted—raising implicit questions about 
whose voice prevails. 

TESTING THE PROTOTYPE 
To  evaluate Kakadoo’s real-world capabilities, we 
organized a controlled experiment as a co-
creation workshop involving professional 
participants. This evaluation was conducted 
across several sessions in July 2024, with fourteen 
participants, all possessing advanced digital 
literacy, fluency in English, and professional 
backgrounds in architecture, urban planning, and 
civil engineering. The primary aim was to simulate 
realistic collaborative workflows, collecting 
practical feedback on the effectiveness and 
usability of Kakadoo in professional co-design 
contexts. 

Participants collaboratively worked on a 
digital twin model representing an actual site in 
Vienna, applying real-time modifications through 
verbal commands. Throughout the sessions, 
dedicated technical support was provided to 
address operational issues and ensure smooth 
interactions.  

The workshop took place across multiple 
locations, chosen to assess Kakadoo’s robustness 
under varying environmental sound conditions. 
Each session began with a 20 to 30-minute 
introduction to Kakadoo’s functionality and 
interaction methods. 
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The workshop consisted of three trials to 
evaluate the plugin: 

1. Trial 1: Traditional Human UI Benchmark
Participants verbally instructed a technician
who manually translated commands into
design changes, simulating traditional
workflows involving human intermediaries.

2. Trial 2: Kakadoo Plugin with structured
Prompts
Participants directly utilized Kakadoo, 
providing structured voice commands
specifying exact variable names and values to
perform similar modifications as in Trial 1.

3. Trial 3: Kakadoo GPT with unstructured
Prompts
Participants used Kakadoo GPT to issue
natural language (unstructured) voice
commands, allowing the LLM-driven system
to autonomously interpret and execute
parameter changes within the digital twin.

Evaluation criteria 
In order to evaluate Kakadoo’s effectiveness 
within co-creative workflows, we employed a 
mixed-methods approach combining structured 
surveys and direct observations. Surveys were 
conducted via online questionnaires, consisting of 
targeted questions designed to capture 
quantitative and qualitative insights. The 
questions explored participants' prior familiarity 
and frequency of using voice-based interfaces, 
their satisfaction regarding Kakadoo’s structured 
and unstructured input modes, perceived ease of 
use, and the overall effectiveness and 
responsiveness of Kakadoo in executing real-time 
adjustments. 

RESULTS 
The results from the workshop indicated a 

general preference for Kakadoo’s AI-enhanced 
interaction methods, particularly the unstructured 
input approach provided by Kakadoo GPT (see 
Figure 4). Around half of the participants favoured 

Kakadoo GPT, highlighting its flexibility and 
intuitive interpretation of natural-language 
instructions. Approximately one-third preferred 
structured inputs via the standard Kakadoo 
component, citing clarity and precise control. The 
traditional HumanUI method, which relied on 
manual translation of spoken instructions, was the 
least preferred. 

Preferences correlated with prior voice-
interface use. Participants familiar with such tools 
reported higher satisfaction (scores 8–10), 
describing the experience as natural and efficient. 
Those less experienced gave lower ratings (6–8), 
expressing hesitation about relying on 
interpretation and a preference for visible, 
controllable input. 

"Ease of Use" scores were also tied to 
familiarity with Grasshopper. Those who rated 
Kakadoo as easy to use (scores 8–9) were 
generally confident with parametric tools. 
Participants unfamiliar with design scripting faced 

Figure 4 
Co-creation 
Workshop 
Heatmap Analysis 
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difficulties when commands were misinterpreted 
or ignored, particularly in unstructured mode. 
These cases appeared in lower heatmap areas, 
often triggered by vague phrasing or inconsistent 
speech input. 

The workshop highlighted several limitations: 
Inconsistencies in speech recognition, difficulty 
interpreting ambiguous phrasing, and occasional 
delays in system response disrupted the 
interaction in certain cases. These points were 
raised by multiple participants and affected the 
continuity of use. Future research should focus on 
improving recognition accuracy, handling varied 
linguistic input, and ensuring more consistent 
real-time responsiveness. 

CONCLUDING REMARKS 
This paper presented Kakadoo, a Grasshopper 
plugin designed to convert spoken commands 
into executable parameter adjustments. By 
evaluating Kakadoo through controlled co-design 
workshops involving professional participants, we 
explored how voice-based interactions could 
enhance the intuitiveness and accessibility of 
computational design tools.  

Our findings demonstrate advantages of 
integrating Kakadoo into co-creative workflows, 
improving ease of interaction and providing 
intuitive command interpretation. Nevertheless, 
our results also highlighted key areas for further 
development, particularly regarding the accuracy 
of speech recognition, handling linguistic 
ambiguities, and improving system 
responsiveness. These refinements are critical to 
sustaining user trust, consistency, and workflow 
efficiency. 

One major methodological limitation should 
be clearly acknowledged. The relatively 
homogeneous participant group—comprised 
predominantly of professionals with advanced 
digital skills and prior experience using 
parametric modelling software—limits the 
generalizability of these findings to broader 
professional contexts.  

While Kakadoo represents a progress toward 
intuitive collaboration, traditional physical 
modelling tools (sketches, physical prototypes) 
still provide unique tactile and spatial feedback. 
Future research should focus on refining speech-
recognition accuracy, exploring multimodal 
interaction approaches, and performing extensive 
real-world testing. Combining voice commands 
with gestures, tangible interfaces, or visual 
feedback could further enrich professional 
interaction, providing versatile and 
comprehensive user experiences. 
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