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Generative deep neural networks are rapidly advancing in the field of architectural 
design. Unfortunately, current research in this field has notable shortcomings. Most 
architectural artificial intelligence (AI) research still focuses on 2D images rather than 
3D CAD outputs. Additionally, architectural research predominantly relies on less 
advanced AI models, whereas fields like computer science have adopted more 
sophisticated approaches, including denoising diffusion probabilistic models (DDPMs) 
and latent diffusion models (LDMs). A key challenge in applying deep learning to 3D 
architectural design lies in the limitations of common 3D data representations—meshes, 
point clouds, and voxels—which are often imprecise due to their discrete nature. AI 
models trained on these formats generate outputs in the same formats, none of which 
align with the practical needs of architects. Architects primarily work with CAD-based 
vector formats like NURBS, optimized for precision and ease of manipulation. Using 
NURBS data directly in neural networks is rarely explored in research, despite this 
approach appearing particularly promising, as NURBS’s vector-based representation is 
inherently efficient and well-suited for deep learning. This research presents a prototype 
LDM trained with NURBS 3D data, capable of generating NURBS polysurfaces 
compatible with CAD tools. The resulting geometries exhibit novel hybrid properties not 
found in the training dataset, representing rudimentary architectural concepts. 

Keywords: 3D Generative Deep Learning, NURBS Data, Latent Diffusion Model (LDM), 
Parametric Models.

INTRODUCTION 
Generative artificial intelligence (AI) has been 
increasingly applied in architectural design to 
automate and enhance various design tasks, such 
as generating high-detail concept images, floor 
plans, preliminary forms, and optimizing 
structural layouts. Li et al. (2024) reviewed the 
implementation of generative artificial neural 
networks in architectural design, outlining 
different design stages and possible 

methodologies of AI integrations. They also 
provided an in-depth overview of AI models used 
in current research and their generated outputs. 
Based on their review, we have identified three 
open research gaps: Firstly, although AI models 
generating 3D data have increased over the past 
years, most research still focuses on generative 
models producing 2D outputs, mainly for concept 
images, floor plans, and facades. Secondly, no 3D 
representation format has emerged as the default 
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standard for generative AI for 3D architectural 
design. The most common representations have 
been voxel grids, point clouds, meshes, and 
implicit methods like occupancy fields, signed 
distance functions (SDFs), and neural radiance 
fields (NeRFs). Thirdly, despite their limitations, 
Generative Adversarial Networks (GANs) remain 
the most widely used AI applications. This may be 
because GANs played a foundational role in 
introducing AI to architectural research, even 
though more advanced generative models are 
now available. These identified research gaps 
underscore significant challenges that inhibit the 
full potential of generative AI in architectural 
design. We elaborate on these challenges in the 
following problem statement. 

PROBLEM STATEMENT 
Regarding the current state of generative AI 
research in architectural design, we have 
identified the following challenges: 

3D data integration for AI-driven 
architectural design 
While 2D image-based generative AI models can 
produce high-quality architectural renderings and 
concept images, they lack spatial information, as 
these tools cannot capture spatial relationships 
and information. This even holds true for multi 
view 2D captures whereby research has shown 
that models learn viewpoint-dependent 2.5D 
representations rather than true 3D-consistent 
representations (Banani et al., 2024). Therefore, 
integrating 3D data into AI-driven workflows 
within architectural design is essential for 
developing AI applications that aid architects in 
exploring and generating 3D designs.  

All established methods of 3D representation 
currently used to train generative AI models have 
significant limitations. Voxel representations are 
coarse and blocky and require large amounts of 
numerical data, as each position within the 3D 
grid must be explicitly marked as occupied or 
empty (i.e., high feature data). Therefore, they 

require a lot of computational resources to train 
while providing little geometric information 
(Zhuang et al., 2023). Point cloud representations 
are unordered and irregular in structure, making 
them difficult to train with traditional grid-based 
deep learning techniques (Bello et al. 2020). Both 
voxel and point cloud geometries require a large 
amount of data (i.e., voxels, points) to capture fine 
geometric details and smooth surfaces. Mesh-
based representations are more efficient at 
capturing geometric details; however, their 
varying resolutions and complex connectivity 
make them difficult to integrate into deep 
learning frameworks, often requiring specialized 
neural network structures (Wang & Zhang, 2022). 
While implicit representations such as SDF can 
represent smooth surfaces in a data-efficient 
manner, they can pose challenges in accurately 
capturing and representing the detailed 
geometric information of buildings, potentially 
leading to less authentic representations (Zhuang 
et al., 2023). 

Furthermore, none of these 3D 
representations are native to architects and 
designers, who typically generate and modify 3D 
geometries within computer-aided design (CAD) 
or building information modeling (BIM) software, 
utilizing specialized data formats and 3D 
representations. These geometry representations 
are vector-based, allowing for a high degree of 
precision while remaining flexible for further 
manipulation (Hemmerling, 2020). 

Heidari and Iosifidis (2024) point out that the 
implementation of CAD based geometry into 
generative AI models is rarely studied, although 
there is a growing demand for such applications 
which could assist in reverse engineering existing 
CAD models, or generate novel design solutions. 

Limitations of GANs and VAEs models 
in generative architectural design 
The heavy reliance on GAN models for generative 
deep learning in architectural design research is 
outdated, as more advanced generative models 
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have emerged in recent years. GANs can be 
difficult to train due to a variety of issues such as 
mode collapse, oscillating and uninformative 
training loss (Foster, 2019). Furthermore, they 
cannot generate truly novel outputs; instead, their 
results primarily mimic the data found in the 
training dataset (Bau et al., 2019).  

Variational Autoencoders (VAEs) compared to 
GANs, offer improved output diversity. However, 
they face challenges in generating high-quality 
samples. The mappings learned by VAEs from the 
latent space to the data distribution often suffer 
from insufficient and uneven coverage of latent 
points. Limitations of VAEs and GANs have been 
recently widely discussed in the context of the 
generative learning trilemma (Xiao et al., 2022), 
where the recent emergence of denoising 
diffusion probabilistic models (DDPMs) has 
tackled these limitations on both ends. In recent 
years, researchers have increasingly recognized 
that the most advanced generative models are 
often based on variants of DDPMs. Examples 
include denoising diffusion GANs (Xiao et al., 
2022) and latent-space diffusion models (LDM) 
that combine DDPMs with VAEs (Rombach et al., 
2022). These approaches offer a more stable and 
straightforward training process. They also 
achieve better coverage of the data space and 
therefore can generate higher-quality novel 
outputs (Cao et al., 2024). 

RELATED WORKS 
In recent times more capable generative models 
such as Latent Diffusion Models (LDMs) for 
generating 3D outputs have been emerging - 
mostly in academic disciplines outside of 
architectural design (Wang et al., 2025). Luo & Hu 
(2021) used 3D point clouds in DDPMs, while 
Zeng et al. (2022) and Nam et al. (2022) leveraged 
Latent Diffusion Models (LDMs) to generate and 
refine 3D shapes, enabling text- and image-
guided shape exploration. 

In the field of architectural design, diffusion 
models are widely used for 2D output, however, 

their application in 3D generation remains sparse. 
The few examples of 3D diffusion models in 
architectural research include: Rasoulzadeh et al. 
(2025) introduced ArchComplete, a two-stage 
voxel-based model combining an autoregressive 
transformer and hierarchical diffusion 
upsampling for high-resolution 3D designs. Bank 
et al. (2024) used SDXL-Turbo to apply AI-driven 
style transfer to 3D architectural models by 
converting them into 2D sequences and 
reconstructing them. Liu et al. (2024) 
implemented diffusion models to generate 3D 
point clouds of Taihu stone and building massing, 
producing intermediates convertible to meshes or 
voxels. In our previous work, we trained diffusion 
models on voxel and SDF representations to 
synthesize rudimentary forms for early-stage 
design (Sebestyen et al., 2024). 

The implementation of CAD models for deep 
learning have been explored outside the field of 
architecture: Wu et al. (2021) introduced 
DeepCAD, a Transformer-based model that learns 
CAD operations to generate precise 3D designs, 
while Yoo et al. (2021) developed a deep learning 
framework for automating 3D CAD generation in 
conceptual car wheel design. Jayaraman et al. 
(2023) proposed SolidGen, a neural network for 
synthesizing polysurface CAD models, and Zhou 
et al. (2023) presented CADParser, which 
reconstructs CAD workflows by inferring 
modeling sequences from polysurface 
representations. 

In the field of architecture, the most 
noteworthy work in this regard is by Zheng and 
Yuan (2021). The authors introduced an efficient 
vector-based data structure for CAD geometry, 
extracting horizontal curves from parametric 
surfaces for deep learning, though their approach 
is limited to vertically aligned surfaces resembling 
a distinct tower-like typology. 
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SCOPE OF THIS PAPER WITHIN OUR 
BROADER RESEARCH CONTEXT – 
METHODOLOGY 
This publication is the latest contribution to our 
ongoing research into the integration of 
generative AI in the early stages of architectural 
design. The overarching goal is to implement a 
generative AI framework that enables architects 
to explore 3D architectural forms/massings 
during the early-stage design process. 

In our previous work, we addressed one of the 
most pressing challenges in this domain: the 
creation of large, diverse 3D datasets tailored to 
architectural design. Our methodology involved 
the systematic generation of such datasets 
through multiple parametric models (Sebestyen 
at al. 2021; Sebestyen et al. 2023). We 
demonstrated that training generative AI models 
on these datasets results in tools capable of not 
only reproducing the geometric elements within 
the original parametric dataset but also 
generating novel combinations. This confirmed 
that the design space of the AI model exceeds the 
combined solution spaces of the individual 
parametric models that constitute the dataset. 
Throughout our past research we have 
investigated multiple AI models as well as 
different 3D representations (Sebestyen et al., 
2024). With this paper we advance our framework 
by developing state-of-the-art generative AI 
models capable of training on and synthesizing 
novel CAD-based 3D geometry. This work builds 
on our most recent work, where we successfully 
developed a methodology for converting NURBS-
based geometry from Rhinoceros 3D (Rhino) into 
tensor representations suitable for deep learning, 
and reconverting the generated tensor outputs 
back into NURBS geometry (Sebestyen et al., 
2025). These conversions were implemented 
through our custom Grasshopper plug-in Wiener 
Dog, currently in development, which is free and 
open to use by other researchers. 

In this paper, we move beyond the limitations 
of outdated neural network architectures by 

presenting a prototype latent diffusion model 
(LDM) capable of training on and generating 3D 
NURBS-based polysurfaces. To support this, we 
created a custom dataset to train LDMs that 
synthesize novel geometries exhibiting hybrid 
properties derived from the training set. 

At the current stage of our research, we are 
not yet addressing architectural design problems. 
Therefore, the geometries in both the dataset and 
the AI-generated outputs do not yet reflect a 
concrete design context. However, the successful 
implementation of the methodology presented in 
this paper suggests that we are approaching a 
turning point—where we will soon be able to 
move from generating abstract geometry to 
synthesizing multi-object assemblies that embed 
architectural information. 
 
 
 
 
 
 
 
 
 
 
 
 
 

DATASET 
To obtain the training dataset for this research 
five parametric scripts were implemented in 
Grasshopper to generate free-form polysurface 
NURBS geometries. Each parametric script 
generates a geometry of a different typology. The 
distinct scripts produced geometries loosely 
representing rudimentary architectural concepts 
such as building envelopes for towers, free-form 
columns, and walls with gill-like openings. 

These geometries should serve as starting 
points in the early-stage design process, aiding 
form-finding and design exploration. By 

Figure 1 
Examples of five 
different types of 
NURBS 
geometries from 
the dataset. Each 
column features 
three examples of 
a distinct type. 
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incorporating AI, we aim to generate novel 
geometries that blend features from the 
underlying dataset. The datasets for training 
neural networks were created by randomizing 
each parametric script’s input parameters within 
predefined numerical ranges. The resulting 
geometries were converted into tensors of the 
NumPy vectorized data format of the Python 
programming language using our custom 
Grasshopper plug-in Wiener Dog. We have shown 
in the past that this conversion method from 
NURBS to NumPy tensors can be executed almost 
losslessly with high data efficiency, facilitating the 
fast training of generative AI models (Sebestyen 
et al., 2025). 

The final dataset was derived from the five 
parametric scripts, representing five distinct 
typologies, each generating 5,000 geometries. 

This resulted in a total of 25,000 polysurfaces 
suitable for 3D deep learning training. Figure 1 
showcases examples from the dataset. 

NEURAL NETWORK ARCHITECTURE 
Latent Diffusion Models (LDMs) were originally 
proposed for image synthesization. They combine 
two types of generative neural networks: 
Variational Autoencoders (VAEs) and diffusion 
models. First the VAEs compresses high-
dimensional data into a lower-dimensional latent 
space. Then a diffusion model  is applied to this 
latent space for generation of new data. This 
approach reduces computational complexity and 
resource requirements while maintaining high 
output quality (Rombach et al. 2022). We adapted 
LDM models for our purpose of training with 3D 
NURBS based data.

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

Variational autoencoder (VAE) 
We modified the NURBS-VAE from our previous 
work (Sebestyen et al., 2025) to integrate it with a 
custom diffusion model, forming a LDM for 
NURBS geometry. The previous VAE consisted 
solely of fully connected layers; however, we had 

hypothesized that the structured tensor 
representation of our custom NURBS data type 
would enable the use of more efficient 
convolutional layers (Dumoulin & Visin, 2018). 
Our implementation now confirms this 
hypothesis, successfully compressing surface 

Figure 2 
VAE morphs 
between two 
existing 
geometries from 
the dataset, thus 
creating novel 
geometries with 
hybrid properties. 
Each row features 
a different 
morphing 
illustration 
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NURBS data into the latent space and 
decompressing latent vectors into tensors 
representing new NURBS surfaces. The 
conversion from input tensor data to the latent 
space is performed by the VAE’s Encoder, while 

the reverse process from latent space to tensor 
output is done by the VAE’s Decoder (Kingma & 
Welling, 2022). This VAE is lightweight, consisting 
of three 3D convolutional layers and three 3D 
transposed convolution layers.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

During training, the VAE is optimized for two 
objectives (Kingma & Welling, 2022). The first is 
reconstruction accuracy, ensuring that the 
encoder can map geometry to the latent space 
and that the decoder can reconstruct the original 
geometry with minimal error. The second 
objective is ensuring a smooth and continuous 
latent space distribution, meaning that 
geometries with similar properties have latent 
space representations that lie close to each other. 

A VAE is inherently a generative model. By 
generating a new random latent vector and 
passing it through the decoder of a trained VAE, 
novel outputs can be synthesized. Additionally, 

interpolating between the latent space 
representations of two existing geometries allows 
for smooth morphing between them, with the 
midpoint of the interpolation representing a 
latent-space hybrid. The VAE has to be fine-tuned 
to achieve both its objectives (Foster, 2019). We 
tested with different latent space sizes and 
concluded that our efficient NURBS tensor 
representation allowed us to use very small 
latent dimensions between 16 and 24.  

To generate new geometries not found in the 
original dataset, we encoded two geometries 
from that dataset to a latent space coordinate and 
linearly interpolated between them in multiple 

Figure 3 
Generated 
geometric hybrids 
utilizing the U-Net 
of the LDM. The 
left and right 
column show the 
two types of 
geometries the 
new hybrids are 
based upon. The 
middle column 
shows three 
hybrid variations. 
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steps. Each interpolation step represents a new 
latent space coordinate, which can be decoded 
into a tensor representing a novel NURBS 
geometry. By interpolating between two 
geometries from different typologies, we can 
generate outputs with new hybrid properties. For 
a well-distributed latent space, we would expect a 
smooth interpolation between two geometries 

sampled from that latent space. Figure 2 
illustrates the interpolation between two existing 
geometries showcasing such smooth 
transformations. The generated shapes at the 
midpoint of the interpolation exhibit the 
geometric properties of both original geometries, 
blending characteristics from each. 

 
 
 
 
 
 
 
 
 
 
Latent diffusion model (LDM) 
Our implemented Diffusion Model learned during 
training to convert random noise into a vector 
representing latent space coordinates. The 
Diffusion Model’s architecture is a U-Net, and it 
requires a pre-trained VAE for its training 
procedure, such that diffusion modeling in the 
latent space can be implemented (i.e., a latent 
diffusion model). During training, the VAE’s 
encoder compresses an input tensor into a latent 
space coordinate. This coordinate is then fed to 
the U-Net along with an integer value denoting 
the class typology of the geometry corresponding 
to the latent space coordinate (i.e., a class 
conditional model). By performing a forward 
process (adding noise to training data) and 
learning the denoising process (gradually 
removing noise), the trained diffusion model can 
synthesize a latent space point corresponding to 
a novel geometry from a desired typology. This 
generated latent space coordinate is sent through 
the VAE’s decoder to retrieve the final NURBS 
tensor corresponding to a novel geometry. 
Moreover, we augmented our class-conditional 
diffusion model by exploiting spherical linear 
interpolation (Shoemake, 1985) of class 

embedding representations to achieve a 
generative diffusion model that is capable of 
generating geometries which feature properties 
from two different geometric typologies. Due to 
the lightweight data structure of our custom 
NURBS tensor representation and the efficiency 
of the LDM model, which performs diffusion in 
the latent space, a generative AI model can be 
trained on a dataset of thousands of geometries 
in just minutes. This allowed us to quickly train 
and easily test multiple LDMs with different 
hyperparameter settings and dataset 
combinations of geometry typologies. To better 
evaluate the geometric mixture qualities of the 
generated outputs, each LDM was trained with 
only two geometric typologies at a time. Multiple 
training runs were conducted with various 
typology pairings, and the trained models were 
saved for further analysis. These models were 
then tested for their generative performance. By 
providing the U-Net with label vectors from both 
training typologies, it identified latent space 
coordinates corresponding to hybrid geometries. 
These coordinates were passed through the VAE 
decoder to generate the final outputs. This 
method successfully synthesized novel 

Figure 4 
Workflow diagram 
of our proposed 
methodology for a 
NURBS LDM. From 
dataset creation 
(left) to neural 
network training 
(middle) to 
generating novel 
hybrid objects 
with VAE and U-
Net-based LDM 
approaches (right). 
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geometries not found in the original dataset that 
blended properties from the underlying 
typologies.  Figure 3 showcases examples of 
newly generated hybrid geometries. Figure 4 
presents a diagram of the entire proposed 
workflow, from dataset generation with 
Grasshopper to training the LDM, and producing 
novel geometries using its VAE (through latent 
space interpolation) and U-Net (through label 
mixing). 

DISCUSSION ON GENERATED 
OUTPUTS 
Both the VAE and the full LDM using its U-Net 
successfully generate novel geometric hybrids. 
The LDM effectively learned class-specific 
features, enabling it to generate new geometries 
for a given class label. Visual inspection revealed 
no clear advantage between the VAE 
interpolation method and the U-Net approach 
using class labels. However, we expect that for 
larger, more diverse datasets with multiple classes 
or conditions, the U-Net will outperform due to 
its strong noise-to-data mapping capabilities. 
This warrants further study. With the current 
method, generated geometries often show gaps 
at surface seams and intersecting or overlapping 
polysurfaces. Our NURBS tensor representation 
requires high reconstruction precision, as even 
small numerical errors can lead to tangled or 
uneven surfaces. Therefore, future AI models  
need to improved reconstruction accuracy. 

CONCLUSION AND FUTURE OUTLOOK 
We successfully implemented a method for 
training generative neural networks using 
NURBS-based tensors. A dataset of 25,000 
polysurfaces across five parametric typologies 
was generated. Lightweight LDMs were trained 
quickly thanks to our efficient NURBS 
representation and the computational 
advantages of operating in latent space. Two 
approaches for generating new geometries were 
tested: VAE-based interpolation between classes, 

and a U-Net-driven LDM, discovering new latent 
coordinates with hybrid features. Both produced 
novel geometries combining elements of two 
typologies. So far, both methods yield 
comparable results, but we expect the U-Net to 
outperform the VAE with more complex datasets. 
Future work will involve training on larger, more 
diverse, multi-class datasets to enable hybrids 
from more than two typologies. We also aim to 
replace the current simplified geometries with 
datasets generated from parametric scripts more 
grounded in architectural design. These will better 
reflect real-world assemblies, where geometry is 
interrelated by position, shape, and size. 
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