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In architectural and urban design, evaluating proposals requires more than static images 
or documents; it demands interactive, multidimensional assessment of object dimensions, 
configurations, and forms. Telepresence technologies, which allow users to feel physically 
co-present, support remote collaboration through real-time interaction. However, using 
3D point cloud data introduces challenges such as large data volumes and latency during 
real-time operations. To address these issues, we propose a telepresence system that 
segments point cloud data by object and transmits only differential information—such as 
translations and rotations—during interaction. This approach significantly reduces 
transmission load while maintaining accurate synchronization. Captured via 3D 
scanning, segmented point clouds are transmitted from a server to clients and rendered as 
interactive objects within a game engine. Manipulations made by one user are extracted 
as differential updates and synchronized across all connected clients. 
Evaluation using a prototype system showed that with two clients, manipulation latency 
remained below 200 ms. Each additional client increased latency by several tens of 
milliseconds. By leveraging an intuitive game engine interface, the system enables 
collaborative object manipulation with immediate visual feedback, enhancing the efficiency 
and interactivity of remote design workflows. 
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INTRODUCTION 
In the fields of architecture, urban planning, and 
interior design, building consensus among 
diverse stakeholders is essential. To support such 
processes, intuitive visual and physical tools such 
as study models and CAD visualizations have long 
been used to enhance understanding, even for 
participants without specialized knowledge. In 
recent years, the proliferation of remote 

conferencing via the Internet has mitigated 
geographic constraints, supplementing 
traditional face-to-face meetings. However, 
standard web conferencing tools mainly support 
two-dimensional document sharing, making it 
difficult to collaboratively manipulate and discuss 
three-dimensional models in real time. In 
response to these limitations, telepresence 
technologies have attracted increasing attention. 
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Telepresence enables the sharing of 3D models 
created with CAD or BIM, but these models are 
often static and not well-suited to handling 
dynamic, real-time shape changes. 

To address this issue, point cloud 
technologies have gained prominence. These 
techniques reconstruct real-world environments 
dynamically and with high fidelity based on dense 
spatial and color data acquired via RGB-D 
cameras or 3D scanners. While adjusting scanning 
range and resolution allows for real-time capture, 
challenges remain, including the computational 
cost of processing large-scale point clouds and 
the difficulty of implementing manipulation 
features. In the environmental design domain, 
there is a pressing need for telepresence systems 
that enable geographically distributed 
participants to collaboratively manipulate and 
discuss dynamic 3D models in real time. 

This study proposes a foundational 
framework toward such systems by utilizing point 
cloud data, which offers a flexible representation 
of dynamic 3D environments. Specifically, we 
apply instance segmentation to pre-acquired 
point cloud data, and during telepresence 
sessions, only differential manipulation data from 
clients is streamed. This approach reduces 
communication load while achieving both real-
time responsiveness and synchronization among 
remote users. 

LITERATURE REVIEW 
This section provides a summary of previous 
research relevant to this study.  

Advancements in Point Cloud 
Segmentations 
Point cloud data, representing 3D objects in space, 
has evolved with technologies such as laser 
scanning and airborne LiDAR. It is now widely 
used in fields like architecture, robotics, and 
virtual reality (VR)/ augmented reality (AR). Due to 
the unstructured and voluminous nature of point 
clouds, extracting meaningful information is 

difficult, leading to the development of 
segmentation techniques. 

Early methods like VoxNet (Maturana & 
Scherer, 2015) used voxelization, which increased 
computational cost and reduced detail accuracy. 
To address this, PointNet (Qi et al., 2017) enabled 
direct processing of raw point clouds but lacked 
local context. PointNet++ (Qi et al., 2017) 
improved on this by hierarchically capturing local 
features. 

Semantic segmentation assigns class labels to 
each point but cannot distinguish instances within 
the same class. Instance segmentation addresses 
this via detection-based (e.g., 3D-BoNet [Yang et 
al., 2019], GICN [Liu et al., 2020]) and 
segmentation-based methods (e.g., SGPN [Wang 
et al., 2018], PointGroup [Jiang et al., 2020]). HAIS 
(Chen et al., 2021) improved accuracy with 
hierarchical grouping. 

However, bounding boxes struggle with 
irregular shapes, and clustering-based methods 
are computationally intensive. Mask3D (Schult et 
al., 2023) avoids bounding boxes by using object 
masks, achieving precise and efficient 
segmentation. In this study, we adopt Mask3D to 
segment pre-acquired point cloud data. 

Telepresence utilizing point cloud data 
While video conferencing has long enabled 
remote visual interaction, early systems like 
MAJIC (Okada et al., 1994) and gaze-sharing 
interfaces improved awareness but lacked 3D 
support. Recent immersive systems leverage 
HMDs and RGB-D cameras for VR/MR-based 
telepresence.  

In remote assistance, experts use VR to deliver 
instructions through gestures or CAD models, but 
CAD lacks adaptability for real-time changes. 
Point cloud–based systems offer real-time shape 
sharing. For instance, Onishi et al. (2022) 
proposed segmenting point clouds into 
manipulable objects. Yet, due to large data sizes, 
real-time sharing and object manipulation remain 
challenging. Lee et al. (2021) addressed this by 
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classifying and streaming the environment in real 
time, but compression degrades quality. In this 
study, we propose a system that enables remote 
manipulation of instance-segmented point 
clouds. Instead of streaming the full point cloud, 
we transmit only transformation parameters (e.g., 
translation, rotation), reducing bandwidth while 
ensuring real-time performance. 

PROPOSED SYSTEM 
This system builds upon a trajectory of research in 
telepresence applications using point cloud data. 
Since 2018, real-time transmission of point cloud 
data has been actively investigated. Ishikawa et al. 
(2020) introduced a distance-based clustering 
method that enhanced object distinction, Onishi 
et al. (2022) proposed a system using image-
based segmentation for point cloud sharing. 
However, these previous works generally 
supported only a single object at a time or did not 
enable full multi-user manipulation. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Our approach extends this direction by 
employing instance segmentation in advance and 
transmitting only differential data (such as 
translation and rotation). This design enables 
multiple users to manipulate multiple objects 
interactively and synchronously in a shared virtual 
environment with minimal latency. A flowchart of 
our proposed system is shown in Figure 1. First, 
the sender captures the target object using an 
RGB-D camera or 3D scanner, obtaining point 
cloud data. Instance segmentation is then applied 
to divide the point cloud into individual objects, 
generating a separate file for each segmented 
instance. These files are stored on a server PC and 
transmitted to connected clients. 

On the client side, the received point cloud 
files are visualized in a game engine. Each file is 
rendered as an independent game object, to 
which a unique object ID is assigned. This ID is  
embedded in manipulation data, serving as the 
primary identifier during communication. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1 
Flowchart of the 
proposed system 
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The differential data consists of a fixed-size 
structure containing the object ID, translation 
along the xyz axes, rotation, and scale. As a result, 
communication bandwidth remains constant 
regardless of the number of points or density of 
the manipulated object. 

When a client manipulates an object, the 
corresponding differential data is sent to the 
server. The server then forwards this data to all 
other clients that did not perform the 
manipulation. These clients update the relevant 
game object in their own game engine 
environments based on the received data. Such 
object manipulation functions—including 
translation, rotation, and scaling—are particularly 
useful in early-stage architectural discussions, 
where designers and stakeholders often need to 
test spatial configurations quickly. For example, 
repositioning a piece of furniture to improve 
circulation flow or visual connectivity is a common 
task during layout planning. By enabling real-time 
updates across all clients, the system allows 
geographically separated participants to 
collaboratively evaluate and refine spatial 

arrangements in an interactive and intuitive 
manner. 

By repeating this process, multiple clients can 
interact with multiple objects in real time while 
maintaining low-latency, high-accuracy 
synchronization across the system. 

VERIFICATION 
In this section, we describe the prototype system 
developed to validate the proposed system, 
followed by the methodology and results of 
evaluating the accuracy and real-time 
performance of instance segmentation within the 
proposed system. 

PROTOTYPE SYSTEM 
We developed a prototype using two PCs: one 
served as both server and client (PC1), the other 
as a client (PC2). Both machines ran a game 
engine environment to simulate the client-side 
behavior. Table 1 lists the specifications of the PCs 
used in development, as well as the hardware, 
software, and libraries employed. 

For capturing the target objects to be shared,  
 

PC1 

OS Windows 11 Education 24H2 

CPU Intel Core i9-14900K @ 3.20GHz 
GPU NVIDIA RTX 4090 Ti 
RAM 64GB 

PC2 

OS Windows 11 Home 22H2 

CPU Intel Core i7-7700K @ 3.60GHz 
GPU NVIDIA GTX 1080 Ti 
RAM 16GB 

Hardware 3D scanner FARO FocusS 150 

Software 

Game engine(PC1) Unity 2022.3.26.f1 

Game engine(PC2) Unity 2022.3.27.f1 
Point cloud instance 
segmentation model Mask3D 

Framework Platform development .NET 

Library TCP engine System. Net. Sockets 

Table 1 
The development 
environment 
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we used the FARO FocusS 150 3D scanner to 
capture a scene for instance segmentation. Figure 
2 presents the target objects selected for this 
process: two chairs, one table, and the floor. These 
objects were chosen because they are frequently 
included in the S3DIS dataset (Armeni et al., 2016), 
which Mask3D was trained on. Since this dataset 
comprises numerous indoor scenes with common 
furniture, it aligns well with our system's use case 
in architectural environments. 

 
 
 
 
 
 
 
 
 
 
The captured point cloud was processed 

using FARO SCENE, a point cloud processing 
software developed by FARO Technologies. The 
scene was manually cropped to isolate only the 
relevant objects and exclude background data. 
The resulting cropped point cloud is shown in 
Figure 3. Instance segmentation was then 
performed using Mask3D, yielding separate text 
files for each segmented object—labeled as 
chair_0, chair_1, table_2, and floor_3. The 
segmentation results are visualized in Figure 4. 

 

For implementation, Unity was used as the 
game engine with development in C#. 
Communication between the server and clients 
was handled using the System.Net.Sockets library 
in the .NET framework (Microsoft, 2024). 

The processing flow of the prototype system 
is as follows: 

 
1. The server application, developed using 

the .NET framework, is initialized and 
listens for incoming client connections 
over a TCP/IP network. Once a connection 
request is received from a client PC, a 
persistent TCP connection is established 
to facilitate reliable communication. 

2. Upon successful connection, the server 
transmits object-specific data files—each 
corresponding to a distinct segmented 
object—to the connected client PC. These 
files typically contain information such as 
object geometry and identifier labels. 

3. On the client PC, the Unity-based user 
interface receives the transmitted files and 
dynamically instantiates the 
corresponding 3D objects within the 
virtual environment, reconstructing the 
scene according to the shared point cloud 
data. 

4. When a user on the client side interacts 
with an object—such as by moving, 
rotating, or scaling it—the system 
captures the resulting transformation data. 
This includes the object’s unique identifier, 
translation values along the x, y, and z 
axes, rotation parameters, and scale 
factors. This difference data is then sent 
from the client to the server. 

5. The server, upon receiving the difference 
data, processes it and forwards the 
information to all other connected clients 
that did not initiate the interaction.  

6. The remaining clients receive the 
forwarded difference data and apply the 
updates to the corresponding object in 

Figure 2 
Shared objects 

Figure 3 
Cropped point 
cloud 

front view  right side view  

front view right side view 

Figure 4 
The results of 
segmentation 
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their local Unity scenes, thereby ensuring 
consistent and synchronized object states 
across all clients. 
 

First, a green chair was selected on PC1 
(Figure 5(a), left) and moved upward (Figure 5(b), 
left). The corresponding object on PC2 also 
moved upward (Figure 5(b), right). Next, when the 
object was moved downward on PC1 (Figure 5(c), 
left), it also moved downward on PC2 (Figure 5(c), 
right). Finally, when the object was moved to the 
left on PC1 (Figure 5(d), left), it likewise moved left 
on PC2 (Figure 5(d), right). The same 
synchronization process occurs when an object is 
manipulated on PC2. 

 
 

 
 
 
 
 
 
 
 
 
 

Assessing the accuracy of point cloud 
classification 
This section describes the evaluation method and 
results for the classification accuracy of point 
cloud data used in the developed prototype 
system. 

 
Method. The PCs listed in Table 2 were used for 
verification.  

We evaluated the classification accuracy of 
object shapes and labels in the point cloud data 
using standard segmentation metrics. 
Intersection over Union (IoU) measures the 
overlap between predicted and ground-truth 
regions, with higher values indicating more 
accurate detection. Precision represents the 

proportion of correctly predicted regions among 
all predicted regions.  

To assess instance segmentation performance, 
we used Average Precision (AP) across varying IoU 
thresholds, along with AP25 and AP50, which fix 
the threshold at 25% and 50%, respectively. 

 

 
Results. Table 3 summarizes the AP, AP25, and 
AP50 scores for key object categories in the S3DIS 
dataset. Mask3D achieved especially high 
performance for chairs and floors (AP50 > 90%), 
indicating its reliability for use in typical indoor 
architectural scenes represented in our system. 
 

class AP AP25 AP50 
Floor 1.000 1.000 1.000 
Table 0.423 0.650 0.814 
Chair 0.916 0.963 0.977 

Verification of the performance of 
multiple client connections 
The proposed system is designed to enable the 
sharing of multiple objects among multiple users 
and to reflect changes caused by object 
manipulation on the client side in real time. 
Therefore, this section evaluates whether the real-
time performance of the server degrades as the 
number of connected clients. 

As  
Method. In this evaluation, we measured the 
delay time between when a client initiates an 
object operation and when the change is reflected 
on the Unity interface of the other clients. The 
number of clients connected to the server was 
varied as 2, 3, and 4. The clients used were PC1, 
PC2, PC3, and PC4, all located within the same 

Table 2 
Result of AP, AP25, 

AP50 
 PC 

OS Ubuntu 20.04.6 LTS 

CPU AMD Ryzen 9 5900x 12-core 
processor × 24 

GPU NVIDIA Corporation Device 
2230 

RAM 64GB 

Figure 5 
How the 
prototype works 

Table 3 
Result of AP, AP25, 

AP50 
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LAN in Room 411 of Building M3 at Osaka 
University’s Suita Campus. The specifications and 
software for PC1 and PC2 are the same as those 
described in Section 1 of this chapter, while those  
for PC3 and PC4 are listed in Table 4. 

 

 
PC1 was configured to perform both server 

and client operations. After all clients established 
a connection to the server, time synchronization  
was performed. The operation start time was 
recorded in the first difference data packet  
extracted. For clients not performing the 
operation, delay time was calculated as 
“difference application start time − operation 
start time “. Here, "reflection" refers to the full 
process from the extraction of difference data (49 
bytes including object ID, movement, rotation, 
and scale) by the client performing the operation, 
to the sending of this data to the server, the server 
forwarding it to other clients, and finally, those 
clients applying the data to update the object's 
behavior in Unity. Since this difference data is 

transmitted on a per-frame basis following the 
operation, the total amount of data transmitted 
does not affect the reflection time. The evaluation 
was conducted five times each in two conditions: 
when the operation was performed on a client 
(PC1) that also hosted the server, and when it was 
performed on a separate client (PC2). 
 
Results. The average reflection times for each 
client were compiled for both conditions—when 
the operation was executed on PC1 (hosting the 
server) and when it was executed on PC2 (a 
separate machine). These results are shown in 
Table 5, with the number of connected clients 
denoted as N. 

A graph comparing the average reflection 
times in the two scenarios (PC1 vs. PC2 as the 
operator) is shown in Figure 5.  
 
 

 
 
 
 
 
 
 
 
 
 
 

Furthermore, Figures 6 and 7 illustrate the 
changes in reflection time across clients when 
operations are performed on PC1 and PC2, 
respectively. 
 
 

Table 4 
Environment used 
for real-time 
performance 
verification 

PC3 

OS Ubuntu 22.04.5 LTS 

CPU Intel Xeon E5-1650K @ 
3.60GHz 

GPU NVIDIA RTX 4090 Ti 
RAM 16GB 

Software Unity 6000.0.35.f1 

PC4 

OS Windows 11 Education 
24H2 

CPU Intel Core i9-13900K @ 
3.00GHz 

GPU NVIDIA RTX 4090 Ti 
RAM 64GB 

Software Unity 6000.0.35.f1 
Figure 5 
Average reflection 
times in the two 
scenarios 

 Time to reflect(ms) 
 the operation carried out on PC1 the operation carried out on PC2 

N PC2 PC3 PC4 Average PC1 PC3 PC4 Average 
2 91.8   91.8 160.4   160.4 
3 102.2 136.4  119.3 161.8 129.4  145.6 
4 119.2 164.2 172.2 151.9 170.2 156.8 153.6 160.2 

Table 5 
Time to reflect 
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DISCUSSION 
This chapter discusses the real-time performance 
of the proposed system based on the evaluation 
results presented in Section 4.2.  

The real-time performance 
As shown in Figure 5, the time required for せｒ
ヴぇｒ updates to be reflected was longer when 
the operation was performed on PC2 than when 
performed on PC1. This is because the server 
resides on PC1, allowing the client on PC1 to 
transmit difference data to the server more 
quickly than clients on separate machines. 

Furthermore, Figure 6, 7 shows that the 
reflection time increases as the number of 
connected clients increases, regardless of the 
operating client. In other words, the real-time 
performance of the system degrades as more 
clients are connected. 

USE CASES 
The proposed system was developed with the aim 
of enabling multiple users at different locations to 
share and interact with a 3D model in real time, 
including manipulation of shared virtual objects. 
In architectural and urban design, stakeholders 
often need to evaluate design proposals 
collaboratively through spatial configuration 
reviews. The proposed system facilitates such 
real-time collaboration by enabling 
geographically distributed users to manipulate 
virtual objects, such as furniture layouts or 
temporary structures, within a shared point cloud 
environment. This supports intuitive spatial 
understanding and consensus building, even for 
non-expert participants. The system is especially 
useful in architectural contexts such as citizen-
involved planning or site layout evaluation, where 
both spatial immersion and timely consensus are 
essential. 

However, the evaluation was conducted only 
in a local area network (LAN) environment. Future 
work will require assessing latency under 
conditions involving separate networks or over 
the Internet. 

Even with more clients, LAN-based delays 
remained within a few dozen milliseconds. This is 
likely due to the design of the system, in which 
each object is assigned a unique ID upon 
generation and the difference data is sent in a 
fixed 49-byte format at every frame. This ensures 
that latency is not affected by the size of the 
manipulated point cloud or the scale of the 
operation. 

Therefore, the system enables smooth 
telepresence experiences by allowing real-time 
interaction with multiple objects in a shared 3D 
environment across multiple users. 

Future versions may apply instance 
segmentation to real-time point cloud acquisition, 
enabling more flexible telepresence. 

Figure 6 
Reflection time of 
each client by 
PC1’s operations 

Figure 7 
Reflection time of 
each client by 
PC2’s operations 
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CONCLUSION 
In this study, we proposed a method that allows 
clients to interact with shared 3D virtual objects in 
real time by using point cloud data that has been 
preprocessed with instance segmentation. 

Conventional systems have limited interaction 
to specific target objects within a space (Lee et al., 
2018) or have struggled with real-time 
manipulation of multiple objects (Onishi et al., 
2022). In contrast, our system applies instance 
segmentation in advance, enabling low-latency 
interaction with multiple objects during 
telepresence sessions. We implemented a 
prototype system and evaluated how real-time 
performance is affected by the number of 
connected clients. 

This study's conclusions are as follows. 

•  By sharing pre-segmented point cloud data, 
we developed a system that enables real-time 
client operations to be synchronized across 
multiple users. 

• As the number of cofacilitated clients 
increases, the time required for 
synchronization also increases, resulting in 
decreased real-time performance. 

• Each additional client increases latency by an 
average of several tens of milliseconds. 

Using this system, users can share and 
manipulate 3D virtual objects in real time, 
facilitating productive discussions across 
geographically distant users. 

A key limitation of the current system is the 
lack of support for simultaneous manipulation of 
multiple objects. Because the difference data is of 
fixed size and can record only one object ID, batch 
operations on multiple objects are not possible.  
To address this, it would be beneficial to define 
parent-child relationships among objects and 
pre-share this structure among clients. By doing 
so, difference data associated with the parent 
object can be used to estimate and reflect the 
relative positions of child objects. Adding such a 

script could significantly enhance the user 
experience and the functionality of the system.  
Although the current prototype lacks exclusive 
control mechanisms to prevent simultaneous 
manipulation conflicts, future improvements will 
include object-locking functions and change-
tracking systems to ensure robust multi-user 
collaboration. Furthermore, Detailed hardware 
specifications were included to support 
reproducibility and performance benchmarking. 
However, future iterations of the system should 
prioritize ease of use and accessibility to 
accommodate broader audiences in teaching and 
practice-oriented settings. 

ACKNOWLEDGMENTS 
During the preparation of this work, the authors 
used ChatGPT and DeepL Write to improve the 
readability and language of the text. After using 
this tool/service, the authors reviewed and edited 
the content as needed and took full responsibility 
for the publication's content. 

REFERENCES 
Armeni, I., Sener, O., Zamir, A.R., Jiang, H., 

Brilakis, I., Fischer, M. & Savarese, S. (2016) 
‘3D semantic parsing of large-scale indoor 
spaces’, in Proceedings of the IEEE Conference 
on Computer Vision and Pattern Recognition 
(CVPR). IEEE, pp.1534–1543. Available at: 
https://doi.org/10.1109/CVPR.2016.170.  

Chen, S., Fang, J., Zhang, Q., Liu, W. & Wang, X. 
(2021) ‘Hierarchical aggregation for 3D 
instance segmentation’ in 2021 IEEE/CVF 
International Conference on Computer Vision 
(ICCV). Available at: 
https://doi.org/10.1109/ICCV48922.2021.015
18.  

Ishikawa, T., Fukuda, T. and Yabuki, N. (2020) 
‘Real-time transmission of clustered 3D point 
cloud data for telepresence collaboration’, 
Journal of Architecture and Planning, 85(770), 
pp.1234–1242. 

Volume 1 – Confluence – eCAADe 43 | 661



Jiang, L., Zhao, H., Shi, S., Liu, S., Fu, C.W. & Jia, J. 
(2020) 'PointGroup: Dual-set point grouping 
for 3D instance segmentation', in Proceedings 
of the IEEE/CVF Conference on Computer 
Vision and Pattern Recognition (CVPR). 
Available at: 
https://doi.org/10.1109/CVPR42600.2020.004
92 

Lee, Y., Yoo, B. & Lee, S.-H. (2021) 'Sharing 
ambient objects using real-time point cloud 
streaming in web-based XR remote 
collaboration', in Proceedings of the 26th 
International Conference on 3D Web 
Technology (Web3D ’21), pp.1–9.  

Liu, S., Yu, S., Wu, S., Chen, H.-T. & Liu, T.-L. 
(2020) ‘Learning Gaussian instance 
segmentation in point clouds’ arXiv preprint, 
arXiv:2007.09860.  

Maturana, D. & Scherer, S. (2015) ‘VoxNet: A 3D 
convolutional neural network for real-time 
object recognition’ in 2015 IEEE/RSJ 
International Conference on Intelligent Robots 
and Systems (IROS). IEEE. Available at: 
https://doi.org/10.1109/IROS.2015.7353481.  

Microsoft (2024) .NET 9.0 Downloads [online] 
Available at: 
https://dotnet.microsoft.com/download/dotn
et/9.0 (Accessed 3 Dec. 2024).  

Okada, K.I., Maeda, F., Ichikawa, Y. & Matsushita, 
Y. (1994) ‘Multiparty videoconferencing at 
virtual social distance’ in Proceedings of the 
1994 ACM Conference on Computer 
Supported CooperativeWork (CSCW ’94). ACM 
Available at: 
https://doi.org/10.1145/192844.193054.  

Onishi, R., Fukuda, T. & Yabuki, N. (2022) ‘A 
remote sharing method of 3D physical 
objects with instance-segmented 3D point 
cloud acquired in real time’ in Proceedings of 
the 27th International Conference on 
Computer-Aided Architectural Design 
Research in Asia (CAADRIA 2022), pp.395–
404.  

Qi, C.R., Su, H., Mo, K. & Guibas, L.J. (2017) 
‘PointNet: Deep learning on point sets for 3D 
classification and segmentation’ in 
Proceedings of the IEEE Conference on 
Computer Vision and Pattern Recognition 
(CVPR), pp.652–660. Available at: 
https://doi.org/10.1109/CVPR.2017.16.  

Qi, C.R., Yi, L., Su, H. & Guibas, L.J. (2017) 
‘PointNet++: Deep hierarchical feature 
learning on point sets in a metric space’, 
Advances in Neural Information Processing 
Systems, 2017(December), pp.5100–5109.  

Schult, J., Engelmann, F., Hermans, A., Litany, O., 
Tang, S. & Leibe, B. (2023) ‘Mask3D: Mask 
Transformer for 3D Semantic Instance 
Segmentation’, Proceedings of the IEEE 
International Conference on Robotics and 
Automation (ICRA). Available at: 
https://doi.org/10.48550/arXiv.2210.03105.  

Wang, W., Yu, R., Huang, Q. & Neumann, U. 
(2018) ‘SGPN: Similarity Group Proposal 
Network for 3D point cloud instance 
segmentation’ in Proceedings of the IEEE/CVF 
Conference on Computer Vision and Pattern 
Recognition (CVPR 2018). IEEE. Available at: 
https://doi.org/10.1109/CVPR.2018.00272.  

Yang, B., Wang, J., Clark, R., Hu, Q., Wang, S., 
Markham, A. & Trigoni, N. (2019) ‘Learning 
object bounding boxes for 3D instance 
segmentation on point clouds’ Advances in 
Neural Information Processing Systems, 32. 

662 | eCAADe 43 – Volume 1 – Confluence


	INTRODUCTION
	LITERATURE REVIEW
	Advancements in Point Cloud Segmentations
	Telepresence utilizing point cloud data

	PROPOSED SYSTEM
	VERIFICATION
	Prototype system
	Assessing the accuracy of point cloud classification
	Verification of the performance of multiple client connections

	Discussion
	The real-time performance

	Use cases
	conclusion
	ACKNOWledgments
	References

