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Augmented reality (AR), in the field of architecture and urban design, is effective for
studying future landscapes onsite and can simulate sunlight after virtual objects are
installed by accounting for the effects of outdoor sunlight. However, most current AR
systems are based on the assumption that virtual objects’ shadows are rendered on
horizontal surfaces, leading to inaccuracies when shadows are rendered on multiple
objects or surfaces. While some approaches utilize depth data to capture the three-
dimensional (3D) structure of real scenes and render virtual objects’ shadows, it is not
possible to obtain detailed shapes of real scene. Conversely, visual simultaneous
localization and mapping (SLAM) enables real-time comprehension of the detailed 3D
structure of a real scene without the necessity of depth data. This study proposes an
outdoor AR system that renders virtual objects’ shadows on multiple objects and surfaces
of real scenes using visual SLAM without relying on depth data. In this approach, point
clouds obtained by SLAM are meshed in real time and shadows are rendered on the mesh,
enabling the display of virtual objects’ shadows that follow the geometries of the real
scene. The shape of the virtual shadow generated by the prototype system was evaluated
by comparing it to the ground truth, and the results showed that the intersection over
union (loU) was 0.5-0.6, confirming that the shadow of the virtual object was projected
over multiple geometries. This study contributes to a more versatile AR-based sunlight
simulation that is independent of depth data and enables the visualisation of shadow-
aware green space design and lighting environments in architectural and urban design.

Keywords: Augmented Reality (AR), Landscape Visualization, Visual Simultaneous
Localization and Mappings (Visual SLAM), Shadow Casting, Point Cloud.

INTRODUCTION

In the context of urban development, the
environmental impact of new construction
projects must be thoroughly considered as part of
the environmental design process. In areas where
buildings are densely built, accurately measuring
their impact is difficult due to the complex

interactions between them. The creation of a 3D
urban model, incorporating the proposed
buildings, facilitates the utilisation of the model
for landscape studies and environmental
simulations.  This approach enables the
visualisation of the intricate effects of the
buildings on each other. However, the creation of
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a 3D model of a city is a time-consuming process,
and it is not feasible to respond immediately to
environmental changes in the area being studied.
Conversely, the utilisation of Augmented Reality
(AR) (Feiner et al.1993) in landscape studies and
simulations has garnered significant attention, as
it facilitates the execution of landscape studies
and simulations in any location and at any time by
employing 3D models of new buildings.

The three consistency requirements in AR are
geometric consistency, temporal consistency and
photometric consistency. Geometric consistency,
in particular, pertains to the alignment of the real
and virtual environments in three dimensions,
facilitated by geometric markers. The camera is
able to recognise the shape of the pre-defined
marker, and the position and posture of the
camera can be estimated, and virtual objects can
be placed. Temporal consistency is defined as the
absence of delay or synchronisation shift when
the real and virtual environments are combined.
Finally, optical consistency pertains to the
correspondence of light phenomena, such as
shadows and reflections, between real and virtual
objects. When the shadow of a virtual object is
cast appropriately on the ground of the real
scene, the user can intuitively understand the
depth and scale of the virtual object relative to the
real scene (Ni et al. 2004). Conversely, an absent
shadow can create the impression of a floating
virtual object. Most existing AR systems generally
operate under the assumption that the shadow of
a virtual object is cast onto a single horizontal
surface. However, it is challenging to express the
shadow of a virtual object cast onto multiple
objects or multiple surfaces of an object. In order
to reproduce the detailed 3D shape of real space
in an AR system, an RGB-D camera that can
measure the absolute distance to the target
object is sometimes used. However, it should be
noted that certain smartphones and tablet
devices, which are currently the most popular AR
devices, are not capable of capturing depth data,
which  limits the application scenarios.
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Consequently, there is a requirement for a
versatile AR system that is not dependent on
device performance. In this context, Visual
Simultaneous Localisation and Mapping (SLAM)
(Campos et al. 2021) has emerged as a promising
approach for capturing 3D shapes in real space
without the need for depth data. SLAM is a
technology that performs real-time
environmental mapping and self-positioning in
real space from monocular camera images, LIiDAR
(Light Detection And Ranging) data, depth data,
etc. Notably, Visual SLAM can achieve this using
RGB images only. The environmental map is
constituted by 3D point cloud data. By performing
3D reconstruction based on this point cloud, it is
possible to capture the 3D shape of real space
while performing self-position estimation even on
devices that cannot acquire depth data.

The objective of this research is to develop an
AR system that can simulate and display the
shadows of virtual objects cast on multiple
objects and surfaces in real scene using RGB
images as input. The proposed system enables
more versatile shadow generation, independent
of depth data. The generation of virtual shadows
of complex shapes that are not flat makes it
possible to optimise the layout of green spaces in
cities, considering the shadows of buildings, and
to study the layout of buildings in detail.

LITERATURE REVIEW
In this section, we summarize previous research
relevant to this study.

Optical consistency of shadows in AR

In AR, the shadows cast by virtual objects onto
real scenes play a crucial role in conveying
information about the lighting environment and
spatial structure. A lot of research has been done
on methods to generate such shadows.

One such approach involves the estimation of
the lighting conditions of the real scene, followed
by the composition of the virtual objects
accordingly. The methods employed in this



process include the estimation of the lighting
environment through the analysis of shadows cast
by objects with known shapes in the real scene
(Sato et al. 1999), the utilisation of cameras
equipped with fisheye lenses to capture ambient
lighting (Grosch et al. 2007), and the use of
mirrored spheres to collect lighting information
from multiple directions (Debevec et al. 2008), not
just from above, to accurately depict reflections
on virtual objects. The collective term for these
techniques is inverse rendering (Ramamoorthi et
al. 2001), since they involve deducing the real
scene's shading and lighting conditions from
captured images. However, such methods face
practical challenges, including the prerequisite of
having objects with known shapes and limitations
imposed by the available equipment.
Consequently, deep learning-based approaches
that do not rely on inverse rendering have
emerged in recent years. One such method is
based on Generative Adversarial Network (GAN).
Liu et al. (2020) proposed ARShadowGAN, a
method capable of generating consistent
shadows on virtual objects using AR images after
overlaying virtual objects without shadows and
mask images of virtual objects as input and GANs
that learn shadow features. However, this method
is predicated on the assumption that the shadow
of the virtual object is cast onto a single horizontal
plane in the real scene, rendering it ineffective in
more complex scenarios involving multiple
geometries.

Methods for acquiring the 3D
structure of real scenes

Real scenes are composed of multiple physical
surfaces, not just a single horizontal plane like the
ground, but also walls, stairs, and other structures.
Consequently, it is important to represent the
shadows of virtual objects in a way that naturally
matches the 3D structure of the real scene. To
address this, some research has been conducted
using RGB-D cameras, which can capture depth
data, to obtain detailed 3D representations of

real-world geometries. For instance, Wei et al.
(2019) employed an RGB-D camera to enable the
generation of virtual shadows that intersect with
real shadows and are cast onto multiple physical
surfaces. This approach facilitates the acquisition
of the real scene's 3D structure, thereby allowing
virtual object shadows to be rendered on surfaces
beyond just a single horizontal plane.
Furthermore, the field has witnessed the proposal
of deep learning-based depth estimation
methods (Eigen et al. 2014), which have been
developed to extract depth information from
monocular RGB images. Du et al. (2020)
introduced DepthLab, an AR system that
estimates depth from a monocular RGB camera
and achieves occlusion handling and the casting
of virtual shadows on multiple physical surfaces.
This system has been developed to overcome the
constraints of the device and to enable the
generation of virtual shadows across multiple
planes within real scenes. However, it should be
noted that AR systems relying solely on depth
estimation typically require additional tools, such
as geometric markers or Visual Positioning
System (VPS), to accurately estimate the camera's
position.

Alternatively, SLAM provides a method to
capture the 3D structure of real scenes in real-
time. SLAM systems extract feature points from
images and track their correspondences between
frames to simultaneously estimate an
environmental map and the camera's movement.
Among these, LiDAR-based SLAM methods have
been proposed to perform self-localization and
construct environmental maps using meshes
(Ruan et al. 2023). In addition to methods that
utilise LiDAR data or RGB-D images, Visual SLAM,
which operates solely on RGB images, can be used
to reconstruct the 3D structure of real scenes in
real-time using a monocular RGB camera. Zhang
et al. (2025) and Sandstrém et al. (2025) proposed
SLAM system that performs high-precision 3D
reconstruction using only RGB images. alone.
These methods proactively incorporate novel 3D
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representation technologies, such as neural
representations and 3D Gaussian Splatting (Kerbl
et al. 2023), with a view to reducing reliance on
traditional depth sensors. Nevertheless, a
significant proportion of these state-of-the-art
techniques continue to rely on monocular depth
estimators to a  considerable  extent.
Consequently, estimation errors may have a
detrimental effect on the quality of
reconstruction, and the ability to function reliably
in a range of real-world environments remains a
significant challenge.

PROPOSED METHOD
The system's proposed flowchart is illustrated in
Figure 1.

Initially, the video of the real scene captured
by the client device and the spatio-temporal data
including date, time and position are captured by
the server PC. The video images are then
transmitted to the SLAM server, where the 3D
point cloud data and the extrinsic parameters of
the camera are obtained from the environmental
map created by the SLAM process. The 3D point
cloud data is then converted into 3D mesh data

with plane and normal information, and the
coordinate system is converted and handled as a
3D model of the real scene on game engine. The
camera's external parameters are transformed
into the coordinate system and treated as a virtual
camera capturing virtual object on game engine.
The virtual shadow is cast on the 3D mesh data by
the virtual object placed in advance and the light
source in the game engine is based on the
position of the sun determined by the spatio-
temporal data. The AR scene is thus created by
overlaying the images of the virtual object and its
shadow, as seen by the virtual camera, with the
images of the real scene that can be viewed on
the server side.

VERIFICATION

The proposed system has been field-tested in an
outdoor environment in order to ascertain its
practical usefulness. In this section, we discuss the
prototype system based on the proposed
method, the accuracy verification method, and
the verification results of the generated virtual
shadows.
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Figure 1
Flowchart of our
proposed method



Table 1
The development
environment

Prototype system

The prototype system has been developed for
mobile devices that are unable to acquire depth
data. The 3D point cloud data acquired by SLAM
processing is converted to 3D mesh data by
Poisson Surface Reconstruction provided by
Open3D, and then sent to the game engine Unity,
where it is utilised as a 3D model that receives the
shadows of virtual objects. Since a transparent
shader is applied to this 3D model that shows only
shadows, the 3D model does not appear in the AR
scene, and only the virtual object and its shadow
are overlaid on the real scene. The development
environment is shown in Table 1.

oS Windows 10
CPU Intel(R) Core(TM) i7-7700K
Server PC
GPU NVIDIA GeForce RTX 2070 SUPER
RAM 64.0 GB
0OS Ubuntu 22.04.5 LTS
CPU Intel(R) Xeon(R) E5-1650 v4
SLAM PC
GPU NVIDIA RTX A6000
RAM 128.0 GB
0OS iPadOS 18.1.1
Mobile Device
: Internal
(iPad 10th ) )
. Camera Horizontal angle of view: 53°
generation)

(measured value)

The communication infrastructure between the
client device and the server PC is facilitated by
Web Real-Time Communication (WebRTC). The
user is able to operate the system by bringing
only the client device to the site.

The processing procedure is detailed below:

1. To establish a connection between the client
device and the server PC via a web browser
using WebRTC.

2. To transfer camera images and spatio-
temporal data captured by the client device to
the server PC.

3. To transmit the received images from the
server PC to the SLAM server.

4. To obtain 3D point cloud data and camera
extrinsic parameters at regular intervals using
SLAM process.

5. To convert 3D point cloud data into 3D mesh
data using Poisson surface reconstruction on
the server PC, then send it - along with the
camera's extrinsic parameters - to the game
engine running on the server PC.

6. To position the 3D mesh data in the game
engine and apply the camera position and
orientation calculated from the extrinsic
parameters to a virtual camera.

7. To use spatio-temporal data to calculate the
position of the sun for the location and time
of the client device, and apply this information
to the virtual light source.

8. To use the virtual camera to capture the
image of the virtual shadows created by the
pre-positioned virtual objects and the virtual
light source.

9. To render the virtual camera view onto the
original footage to create the final AR scene.

Accuracy verification for virtual
shadows generation

This section describes the methods and results of
the validation carried out to discuss the virtual
shadows generated by the prototype system
developed.

Overview. The quantitative evaluation of the
proximity of the virtual shadows generated by the
system to the ground truth was conducted on an
image-by-image basis. The Intersection over
Union (loU) metric was utilised as a means to
compare the shape of the virtual shadow with that
of the ground truth shadow. This index calculates
the percentage of agreement between the
ground truth and predicted regions on a pixel-by-
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pixel basis. To this end, a physical model was
constructed to serve as a reference point for
comparison with the output image, and a ground
truth was created. The formula for doing so is

TP

loU = pr—1P

@)
Here, GT represents the ground truth region, PR
denotes the predicted region, and TP indicates
the common area shared by GT and PR. The loU
is expressed as a real number between 0 and 1,
with values closer to 1 signifying a higher degree
of correspondence between the predicted and
ground truth regions.

Method. The verification procedure is as follows.

1. To capture an image of the real scene—
including the real-world model—from a
predetermined camera  position and
orientation (Condition A and B) .

2. To manually annotate the shadow region in
the image from step 1 to obtain the ground
truth image.

3. To generate a 3D mesh of the validation site
using the prototype system (Condition 1 and
2).

4. To reproduce the camera position,
orientation, and sun position in the game
engine under the same conditions as the real
scene, then set up the 3D mesh and virtual
objects.

5. To obtain the images of the virtual objects
and virtual shadows.

6. Output a mask image of the virtual shadow
region only.

7. To compare the shadow region of the ground
truth and output image on a pixel-by-pixel
basis to calculate the loU (A-1, A-2, B-1, B-2) .

In this verification, the positioning of the 3D
mesh data and the virtual object was conducted
manually in order to verify the influence of the
shape of the 3D mesh data on the accuracy of the
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virtual shadow. As illustrated in Figure 2, the real
model was utilised for the verification process,
while the virtual model was created based on the
real model. To demonstrate the system's capacity
to respond to temporal variations, a series of
images were captured and 3D models were
generated at two distinct temporal points. SLAM
is a technology that extends the environmental
map by modifying the camera orientation and
movement. The loU was calculated over time
using the 3D model, which was acquired at
regular intervals after the system was run. The
validation encompassed the period from the
moment the virtual object was initially positioned
in the video to the point when the environment
map had sufficiently expanded and ceased to be
updated. Table 2 delineates the conditions under
which a ground truth image was captured, while
Table 3 details the parameters under which the
system was operated. The validation site is shown
in Figure 3. The validation site was situated in
close proximity to a structure that facilitated
optimal sunlight, and the virtual objects were
meticulously positioned in close proximity to the
wall and the ground.

(@) (b)

Conditions A B
Date 1/30/2025
Time 14:26 16:08
Solar altitude [ ° ] 28.62 13.27
Solar azimuth [ ° ] 217.04 290.26
Conditions 1 2
Date 1/28/2025
Time 11:09- 11:53-
11:13 11:57

Figure 2

(a) Real model and
(b) Virtual object
The real model
and virtual object
are of the same
size

Table 2
Conditions for
taking the Ground
truth images

Table 3
Conditions when
running processes



Figure 3

(a) Location of the
validation site and
(b) Verification
scene

Figure 4

Ground truth and

output (1 images,

and these shadow
mask images

Figure 5

Result of accuracy
of virtual shadows
for each
conditions

Internet speed [Mbps] 12 9.5

20m
— © OpenStreetMap contributors

(a) (b)

Results. Figure 4 provides a visual representation
of the ground truth image, its shadow mask
image, and the output image of the virtual object,
along with its virtual shadow and mask image.

The results of comparing the mask images of
the virtual shadows on the 3D modelling created
by each process with the correct images under
each condition and calculating the loU for each
elapsed time are shown in Figure 5.

The difference between the display range of
the input and the output at a given time is due to
the latency between sending and receiving.
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DISCUSSION
In this section, we discuss the adequacy of the
reflection rendering and field verification.

Accuracy of the generation of virtual
shadows
The IloU increased with elapsed time and
converged to 0.5-0.6 for both the 3D model and
when the time of the ground truth image was
changed. One potential explanation for this
enhancement in loU could be attributed to the
augmentation of the environment map. When the
3D model is examined in Figure 6, it is evident that
the 3D model surrounding the virtual object only
reproduces the real scene in a rough shape after
the processing starts. However the ground and
wall, which function as verification sites, undergo
gradual extension as the processing progresses.
The comparison of the two ground truth
images at different times demonstrates that the
loU values increased over time in both cases,
thereby indicating that the system is capable of
generating virtual shadows on multiple real-world
geometries irrespective of the time of day.
However, challenges must be acknowledged. An
loU of 0.5-0.6 indicates that the image is distant
from the ground truth. The detailed geometry of
the 3D model exhibits fine bumps and holes that
are not present in the actual scene. This may be
attributable to the presence of noise in the 3D
point cloud data of the environmental map
acquired by SLAM processing, and the 3D mesh
data was generated to compensate for the
absence of point clouds. The mesh generation
method employed in this prototype system,
Poisson Surface Reconstruction, is a technique for
generating smooth meshes. In the verification
stage, a location was selected where the wall and
the ground were at right angles to each other in
order to reproduce shadows cast over multiple
physical surfaces, but as shown in Figure 7, the
intersection between the ground and the wall was
not adequately represented. It is therefore vital to
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Process
1

Process
2

improve the adequacy of the shadows for future
work, for example by removing noise from the
point cloud data and devising a 3D modelling
method.

Intersectlon between

" ground and wall

Use cases

Due to its lower accuracy compared to ground
truth, its design-related applications in
architecture and urban planning need to be
further developed. However, the system, which
can install virtual models of buildings and
generate shadows cast over multiple real-world
geometries according to location information and
time, can be used in the following scenarios.
Firstly, green space planning in urban areas can
be facilitated through simulation, which
corresponds to the time variation of shadows
post-installations of buildings. Furthermore, the
employment of this system in areas that are
difficult for humans to access using a drone.

The system utilizes video images as input,
facilitating 3D modelling without constraining the
area. In the future, improvements in the accuracy
of 3D models and reductions in processing load
may be achieved by devising ways to restrict 3D
modelling to virtual objects or by using flat

570 | eCAADe 43 - Volume 2 - Confluence

Elapsed Time

sﬁ\&‘

v

) o

models to represent geometry that is known to be
flat to some extent, such as the ground and walls.

CONCLUSION

In this study, we developed an AR system that can
generate shadows of virtual objects over multiple
geometries of a real scene using Visual SLAM with
only RGB images as input. Many existing AR
systems for shadow generation assume that the
shadow of a virtual object is cast on a single
horizontal surface. AR systems that can generate
shadows over multiple physical surfaces have
dealt with this problem by using depth data, but
it was necessary to incorporate other systems
such as VPS for camera position estimation. In
response to these issues, this study utilises the
environmental map obtained by Visual SLAM for
3D modelling, enabling the generation of
shadows of virtual object over multiple
geometries without using depth data, and also
enabling the estimation of the camera position.
Furthermore, the developed prototype system
was used to verify the accuracy of the generated
shadows.

This study's conclusions are as follows.

e The development of an AR system was
undertaken, which leverages Visual SLAM that
is operable with a monocular RGB camera.
This enables the generation of virtual object
shadows cast onto multiple geometries in
real-world scenes.

Figure 6
3D mesh changes
over elapsed time

Figure 7
Intersection
between ground
and wall in virtual
and real scene



e We conducted an accuracy evaluation of the
virtual shadow shapes, and the similarity with
the ground truth images was found to be
between 0.5-0.6, regardless of time variations.

This system facilitates the assessment of the
complex shadow shapes of buildings caused by
outdoor sunlight prior to installation, and is
expected to provide a more versatile simulation
of sunlight on buildings than previously possible.

Future issues that are anticipated include
positioning and real-time performance. In the
present verification, the system was manually
aligned and evaluated on an image basis;
however, it was observed that the virtual object
floated off the ground when the system was in
operation. Concerning the real-time performance,
a delay of approximately one second was
observed in the video communication between
the server PC and the SLAM server. It was also
observed that the movements of the virtual
camera followed the movements of the original
camera with a delay due to the latency. The main
objective of this study is to enhance the accuracy
of shadow generation in accordance with the real
environments, and the prototype system was
evaluated with a focus on the visual consistency
of shadow generation. On the other hand,
alignment and latency are areas that need to be
verified in the future, and it is expected that the
entire system will be improved by changing to a
positioning method using feature point detection
and a communication method with high real-time
performance.
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