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In urban redevelopment, accurately identifying issues in existing urban spaces is crucial 

for evaluating their effectiveness before implementation. High-precision 3D models play a 

vital role in this process, enabling their utilization in applications such as Building 

Information Modeling (BIM). While image-based 3D reconstruction is a promising 

approach, the presence of dynamic objects, such as pedestrians and vehicles, introduces 

noise and degrades the accuracy of the reconstructed 3D models. While generative 

adversarial network (GAN)-based methods have been explored to reconstruct occluded 

building facades, they primarily operate on single images, making it difficult to maintain 

temporal consistency across multiple frames in both the generated masks and inpainting 

results. To address this challenge, we propose a 3D reconstruction framework that 

automatically removes dynamic objects by generating temporally consistent masks using 

a foundation segmentation model and performing RGB-based inpainting with temporal 

consistency, where an initial mask defined in a selected frame serves as a prompt for 

generating coherent masks across the entire sequence, and the inpainting process 

preserves structural continuity across frames; quantitative evaluations demonstrate that 

our method achieves higher accuracy than single-image inpainting, as validated by the 

Information Fidelity Criterion (IFC), while Structural Similarity Index (SSIM) 

assessments confirm improved 3D reconstruction quality, contributing to the 

advancement of accurate 3D modeling techniques for urban environments. 

Keywords: 3D reconstruction, Urban Redevelopment, Automatic Object Removal, 
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INTRODUCTION 
In developed urban environments, the 

redevelopment of existing spaces and buildings is 

crucial for sustainable urban planning. A precise 

understanding of urban spatial challenges is 

essential for assessing the effectiveness of 

redevelopment projects, and high-fidelity 3D 

models play a key role in applications such as 

Building Information Modeling (BIM) (Chuck et al. 

2011) and Virtual Reality (VR)-based simulations 

(Zeltzer. 1992). Traditional methods for creating 

3D models, such as hand-drawn sketches and 

physical models, suffer from limitations in 

reproducibility, accuracy, and efficiency (Wang et 

al. 2022). Recently, advancements in VR 

technology have enabled immersive spatial 

representations; however, VR requires extensive 

manual modeling and significant computational 

resources to define virtual environments, making 

real-world replication costly and labor-intensive. 
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In contrast, according to Fene et al. (2018), image-

based 3D reconstruction methods offer a more 

efficient and automated approach by leveraging 

photographic data to generate highly accurate 

digital representations of real-world spaces. 

Among these methods, passive approaches 

such as Structure-from-Motion (SfM) (Tomasi and 

Kanade. 1992) reconstruct 3D geometry using 

only images captured under natural illumination, 

eliminating the need for active sensors. This 

makes them particularly suitable for large-scale 

urban modeling and outdoor environments.  

As a preliminary step to 3D reconstruction 

using passive methods, previous studies (Zhang, 

Fukuda and Yabuki. 2021) have explored image 

completion techniques to recover occluded 

regions. In 2D images, diffusion models have 

demonstrated high scene completion capabilities, 

offering new possibilities for reconstructing 

missing 3D structures due to their strong spatial 

consistency. This suggests that integrating image 

completion techniques with passive 3D 

reconstruction methods can enable the creation 

of accurate 3D models of existing urban spaces. 

However, since 3D reconstruction relies on multi-

view images or video sequences rather than a 

single image, it is essential to ensure temporal 

consistency in image completion across all 

viewpoints. 

To address this challenge, this study proposes 

a 3D reconstruction framework that automatically 

removes dynamic objects by generating 

temporally consistent masks and performing 

temporally consistent RGB inpainting. By ensuring 

temporal coherence in both mask generation and 

inpainting, this approach enables the accurate 

reconstruction of urban environments from 

image sequences containing dynamic objects, 

contributing to the development of high-fidelity 

3D models for urban analysis and planning. 

LITERATURE REVIEW 
This section provides a summary of previous 

research relevant to this study.  

3D reconstruction methods 
As discussed in INTRODUCTION, passive methods 

for reconstructing real-world spaces into virtual 

3D environments have gained significant 

attention in both theoretical research and 

practical applications. To generate an accurate 3D 

model of an existing urban space, it is crucial to 

utilize image datasets that exclude dynamic 

objects. This section provides an overview of 

representative techniques in this domain. 

SfM has traditionally been employed as a 

passive approach. SfM estimates camera 

positions and orientations from multiple images 

and reconstructs the 3D positions of feature 

points. However, SfM alone encounters 

challenges in feature matching transparent and 

reflective objects, leading to inaccuracies in shape 

reconstruction. 

To address these limitations, Neural Radiance 

Fields (NeRF) (Mildenhall et al. 2020) have been 

proposed as an alternative to SfM. NeRF 

leverages a neural network to map spatial 

coordinates and view directions to volume 

densities and radiance values, enabling highly 

realistic rendering and accurate optical effect 

representation. However, NeRF suffers from 

prolonged training times and constraints in 

rendering speed and applicability. 

In contrast, 3D Gaussian Splatting (Kerbl et al. 

2023) represents a 3D scene using Gaussians 

characterized by spatial coordinates, opacity, 

anisotropic covariance, and spherical harmonic 

coefficients. This approach significantly reduces 

training time while achieving high-speed, high-

resolution rendering. Compared to NeRF, 3D 

Gaussian Splatting demonstrates superior 

performance across all key metrics. Nevertheless, 

a persistent challenge in NeRF-based methods is 

the presence of dynamic objects (e.g., pedestrians, 

vehicles), which introduce noisy, spotty Gaussians 

that degrade reconstruction quality. According to 

Warburg (2023), manual removal of these artifacts 

remains ineffective and lacks precision. 

192 | eCAADe 43 – Volume 1 – Confluence



Image completion and  
segmentation techniques 
Image inpainting is a technique for estimating 

and restoring missing regions in an image based 

on surrounding information. With the 

advancement of deep learning, methods utilizing 

Generative Adversarial Networks (GANs) 

(Goodfellow et al. 2014) have gained significant 

attention. By training a generator and a 

discriminator in a competitive manner, these 

methods enable high-quality image completion. 

Additionally, LaMa (Large Mask Inpainting) 

(Suvorov et al. 2022) achieves high-precision 

inpainting even for high-resolution images by 

combining fast Fourier transforms and 

convolutions. However, as GAN and LaMa 

operates on single images, it does not guarantee 

temporal consistency. 

In 3D reconstruction, where multi-view 

images are used, single-image inpainting 

techniques struggle to maintain temporal 

consistency. Therefore, inpainting techniques 

designed for multi-view images are required. 

Methods that utilize RGB-D images (Bešić and 

Valada. 2022) leverage depth information to 

ensure temporal consistency, but they require 

depth sensors such as LiDAR. On the other hand, 

passive methods that do not rely on depth 

information necessitate the development of 

temporally consistent inpainting techniques. 

Moreover, accurate image inpainting 

depends on appropriate mask generation, where 

image segmentation plays a crucial role. 

Segmentation identifies which object each pixel 

belongs to, classifying and masking target regions. 

YOLO (You Only Look Once) (Redmon et al. 2016) 

is well-suited for real-time object identification at 

the pixel level. More recently, the introduction of 

the Segment Anything Model (SAM) (Kirillov et al. 

2023) has enabled high-precision segmentation 

of various objects with minimal prior information. 

By generating accurate masks while 

maintaining temporal consistency and utilizing 

these masks for temporally consistent inpainting, 

it becomes possible to obtain precise building 

façade information. This, in turn, enables accurate 

3D reconstruction, facilitating the creation of 

detailed 3D models of existing urban 

environments. 

PROPOSED SYSTEM 
The flowchart of the proposed system is shown in 

Figure 1. The system consists of three main 

components: automatic dynamic object detection, 

a foundation segmentation model, and 

temporally consistent inpainting. 

First, a video containing the target building is 

captured using a video recording device, such as 

a smartphone, and is subsequently divided into 

frames in chronological order. Next, dynamic 

objects are detected using a pre-trained object 

detection model, and mask images are generated 

during this process. These masks serve as input 

prompts for the foundation segmentation model, 

enabling the generation of temporally consistent 

masks for subsequent frames. When multiple 

dynamic objects are detected, the system records 

the number of detected objects and their 

corresponding frame indices. The mask 

generation process is iterated accordingly to 

ensure complete coverage of all detected objects. 

The generated mask images are stored and 

combined to construct a temporally consistent 

mask set for the entire video. Then, using these 

temporally consistent mask images along with the 

input video frames in chronological order, the 

system performs inpainting while maintaining 

temporal consistency. Finally, the inpainting 

results are used for 3D reconstruction, enabling 

the generation of an accurate and high-fidelity 3D 

model of the target building. 
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VERIFICATION 
Since both the accuracy of inpainting and the 

fidelity of the reconstructed 3D space derived 

from the inpainting results are critical to this 

system, we conducted evaluations to assess each 

aspect. 

This section presents the prototype system 

developed for validation, along with the 

methodology and results of the accuracy 

evaluation of the proposed system. 

Prototype system 
To validate the effectiveness of the proposed 

system, we developed a prototype system. The 

development specifications of the prototype 

system is shown in Table 1. For automatic 

dynamic object detection, we utilized YOLO 11.  

 

 

 

 

 

 

 

For image segmentation, we employed SAM 2 

(Segment Anything Model 2) (Ravi et al. 2024) as 

the foundation segmentation model. Additionally, 

we used FGT (Flow-Guided Transformer for Video 

Inpainting) (Zhang, Fu and Liu. 2022) for 

inpainting and 3D Gaussian Splatting for 3D 

reconstruction. 

The only manual operation required in the 

proposed system is providing an input video that 

includes dynamic objects and the target building. 

All subsequent processes have been fully 

automated according to the system workflow. 

Consequently, the user only needs to record and 

input the target video using a smartphone or 

another recording device. The specific processing 

steps of the prototype system are as follows: 

1. Input the original video containing dynamic 

objects and the target building. 

2. Divide the video into frames in chronological 

order. 

3. Detect dynamic objects using YOLO 11. 

4. Generate masks during dynamic object 

detection. 

5. Extract coordinate prompts from the 

generated masks. 

6. Input the coordinate prompts into SAM 2 to 

generate temporally consistent dynamic 

object masks throughout the entire video. 

→ If multiple dynamic objects are present, the 

process is iterated for each object. 

Figure 1 

The proposed 

system 

Table 1 

The development 

specifications 
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7. Sequentially combine the generated dynamic 

object masks in chronological order. 

8. Perform temporally consistent inpainting 

using FGT. 

9. Conduct 3D reconstruction using 3D Gaussian 

Splatting. 

An example of Step 5, creating a prompt with a 

mask image, is shown in Figure 2. 

 

 

 

 

 

Evaluation of inpainting accuracy 
This section describes the methodology and 

results of the evaluation conducted to assess the 

inpainting accuracy of the developed prototype 

system. 

For this evaluation, we employed the 

Information Fidelity Criterion (IFC) (Sheikh, Bovik 

and Veciana. 2005) to quantitatively assess the 

quality of the generated images after the removal 

of dynamic objects. The IFC measures the fidelity 

of a generated image by quantifying the mutual 

information between the generated image and 

the ground-truth image. Specifically, IFC 

computes the covariance between the generated 

and ground-truth images, outputting a non-

negative value, where higher values indicate 

greater similarity. 

Method. To evaluate inpainting using IFC, a 

ground-truth image of the target building 

without dynamic objects is required. Since the 

proposed method utilizes frame-wise video 

segmentation, an accurate comparison can only 

be achieved if both the ground-truth video 

(without dynamic objects) and the corresponding 

test video (with dynamic objects) are captured 

from the same angle and trajectory. However, 

obtaining such video pairs is challenging. 

Therefore, in this study, a video without dynamic 

objects was prepared as the ground-truth, and 

dynamic objects were artificially composited into 

its frames to create test frames for evaluation. The 

compositing was performed by extracting 

dynamic object regions based on binary masks 

and overlaying the cut-out object areas onto the 

ground-truth video frames. This approach 

preserved the original textures and colors of the 

dynamic objects, enabling the simulation of 

realistic occlusion and motion across consecutive 

frames while maintaining consistent scale and 

alignment. These synthetic sequences allowed for 

controlled evaluation while approximating real-

world conditions. 

As shown in Figure 3, the synthesized dynamic 

objects and the masks used for inpainting 

maintain both temporal and spatial consistency. 

Consequently, the inpainting process does not 

introduce unintended artifacts into the 

synthesized frames. Nevertheless, this synthetic 

setup does not fully replicate real-world 

complexity, such as dynamic lighting changes, 

irregular movement, or partial occlusion. These 

factors should be considered when interpreting 

the results. 

For the evaluation, IFC scores were computed 

between the ground-truth images and the 

inpainting results under the following three 

conditions: 

1. Input: No inpainting applied. 

2. Previous method (Zhang, Fukuda and Yabuki. 

2021): Inpainting performed on a single 

image using LaMa. 

3. Proposed method: Temporally consistent 

inpainting performed using FGT. 

 

 

 

Results. Figure 4 illustrates examples of the 

inpainting results. In the Input case, no dynamic 

object removal was performed. In the Previous 

Figure 2 

Prompt example 

Figure 3 

Example of 

synthesis image 
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 Input 
Previous 

method 

Proposed 

method 

All 

frames 
0.618 0.599 0.861 

Target 

frames 
0.220 0.202 0.778 

 

method, inpainting was conducted on individual 

images using LaMa. In the Proposed method, 

temporally consistent inpainting was performed 

using FGT. 

Next, Figure 5 presents the IFC scores 

calculated for the 63 frames that originally 

contained dynamic objects out of the total 115 

input frames. Since IFC is a dimensionless quantity 

without an upper limit, the results were 

normalized to a range between 0 and 1. The 

vertical axis represents the IFC score, while the 

horizontal axis corresponds to the frame number. 

An IFC score closer to 1 indicates a higher 

similarity to the ground-truth image. 

Finally, the average IFC scores are 

summarized in Table 2. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Evaluation of 3D space accuracy 
This study aims to generate a 3D space using 

results obtained after removing dynamic objects. 

Therefore, we evaluated the accuracy of the 3D 

space generated from the inpainted images after 

object removal. 

To quantitatively assess the quality of the 

reconstructed 3D space using the generated 

inpainted images, we employed the Structural 

Similarity Index (SSIM) (Wang et al. 2004), which 

evaluates image quality based on human 

perception. SSIM measures similarity by analyzing 

edges and structural features, producing values 

between 0 and 1, where a score closer to 1 

indicates a higher similarity. 

Method. Using the inpainted results generated in 

the previous experiment, we performed 3D 

reconstruction. 

Additionally, we prepared the following three 

cases for evaluation. The accuracy of the 

reconstructed 3D space was assessed by 

computing the SSIM between the generated 3D 

Figure 4 

Inpainting results 

Figure 5 

IFC score 

Table 2 

Average of IFC 
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 Input 
Previous 

method 

Proposed 

method 

Entire 

image 
0.957 0.962 0.959 

Target 

regions 
0.768 0.920 0.824 

 

space and the ground-truth 3D space obtained 

from the original images: 

1. Input: 3D space generated without inpainting. 

2. Previous method: 3D space reconstructed 

using images processed with LaMa. 

3. Proposed method: 3D space reconstructed 

using images processed with FGT. 

Results. Figure 6 illustrates examples of the 

generated 3D space along with examples of the 

noise regions used for SSIM computation. 

Next, Figure 7 presents the SSIM 

(dimensionless) results computed for the 3D 

spaces generated using the Input, Previous 

method, and Proposed method. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

The vertical axis represents the SSIM values, 

where a score closer to 1 indicates a higher 

similarity to the ground-truth images. Figure 7 

also presents SSIM scores computed for noise 

regions defined by mask images. 

Furthermore, Table 3 summarizes the average 

SSIM scores computed for the entire image and 

those computed specifically for the target regions. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

When SSIM was computed for the entire image, 

all methods achieved scores exceeding 0.9, 

indicating high accuracy. However, when SSIM 

was calculated only within the masked regions, 

only the Proposed method exceeded 0.9, 

resulting in a noticeable difference in SSIM scores. 

Figure 6 

3D reconstruction 

results and  

target mask 

Figure 7 

SSIM score 

Table 3 

Average of SSIM 
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 Input 
Previous 

method 

Proposed 

method 

Variance 0.0217 0.00843 0.00100 

 

DISCUSSION 
This section discusses our findings and insights 

based on the evaluation of inpainting accuracy 

and 3D space accuracy. 

 

Inpainting accuracy 
Figure 4 presents the results for the target frames, 

demonstrating that the use of FGT achieved the 

highest accuracy. However, as shown in Table 2, 

there was a difference in the average values 

between the case where all frames were 

considered and the case where only the target 

frames were evaluated. This discrepancy is 

attributed to the fact that out of the 115 frames, 

the mask for dynamic objects was present in a 

total of 54 frames—specifically, frames 0 to 31 

and frames 42 to 63—while no inpainting was 

performed in the remaining frames. 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 8 illustrates the IFC results for cases where 

dynamic objects were present and absent. The 

inpainting process using FGT accurately removed 

dynamic objects and properly restored the 

background, resulting in higher IFC values. In 

contrast, while the use of LaMa improved the 

transparency of dynamic objects compared to the 

input images, the background restoration 

remained insufficient, leading to IFC values that 

were not significantly different from those of the 

input image. 

3D space accuracy 
To evaluate the accuracy of the reconstructed 3D 

space which is generated by 3D gaussian splatting, 

SSIM was used. When calculating SSIM over the 

entire image, the proportion of noise regions 

affecting the results was relatively small. 

Therefore, a mask image was used to specify the 

target region for SSIM computation. As shown in 

Table 3, the SSIM score was highest when using 

FGT, followed by LaMa, and then the case without 

inpainting. This indicates that noise regions 

contribute to reduced accuracy in 3D 

reconstruction, and that utilizing temporally 

consistent inpainting allows for the most accurate 

3D space generation. 

Furthermore, to verify the stability of the 

generated 3D space, the sample variance of the 

SSIM scores was calculated, with the results 

presented in Table 4. The findings show that the 

SSIM scores for the 3D space generated using FGT 

had the smallest sample variance, demonstrating 

that FGT enabled the most stable and consistent 

quality in 3D reconstruction. 

As shown in Figure 9, large differences in SSIM 

scores were observed in certain frames for both 

the Input and Previous method cases, likely 

contributing to the higher standard deviation. 

These results confirm that the 3D space generated 

using FGT achieved lower sample variance than 

other methods, enabling stable and high-

accuracy 3D reconstruction. 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 8 

Examples of high 

and low IFC scores 

Table 4 

Variance 

Figure 9 

Examples of  

high and low SSIM 

scores 
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CONCLUSION 
In this study, we developed a 3D reconstruction 

framework for architectural structures that 

enables automatic removal of dynamic objects 

through temporally consistent RGB inpainting 

and mask generation. We proposed a method to 

construct an accurate 3D model of existing 

buildings from image sequences containing 

dynamic objects. 

The key findings of this study are as follows: 

• When removing dynamic objects in video 

sequences, performing inpainting while 

maintaining temporal consistency improved 

the accuracy of the generated images. 

• Higher inpainting accuracy resulted in more 

precise 3D reconstructions, leading to higher-

quality 3D spaces. 

• Temporally consistent inpainting stabilized 

the accuracy of the generated results, which 

also led to a lower sample variance in SSIM 

scores for the reconstructed 3D space, 

ensuring stable and reliable outputs. 

Through this study, we demonstrated that even 

when dynamic objects appear in the input frames, 

our system can automatically remove them and 

reconstruct a highly accurate 3D space of existing 

urban structures by simply processing video 

sequences. This advancement facilitates the 

creation of accurate 3D representations of urban 

environments, which is essential for identifying 

challenges in urban planning and promoting 

sustainable city development. 

As a future challenge, while the proposed 

system effectively removes dynamic objects, it 

does not account for their shadows, which may 

remain as noise in the 3D reconstruction. The 

evaluation was also conducted using synthetically 

composited objects, which may not fully reflect 

real-world complexities. Memory constraints 

currently limit the processing of long video 

sequences, requiring future improvements in 

scalability. Although this study used a small 

building captured in daylight, the method is 

applicable to broader urban contexts given 

sufficient video coverage. 
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