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This paper introduces a reinforcement learning-based methodology for 3D spatial
generation, establishing an algorithmic framework that efficiently produces complex
public building forms within unpredictable urban environments. By encoding the spatial
relationships between newly introduced functional programs and the existing urban
fabric—particularly in the context of urban renewal—into a reward-driven multi-agent
system, the framework fosters generative intuition through iterative training. While the
current implementation focuses on validating the core methodology and remains in its
early stage without fully integrated multifunctional spatial logic or intricate site elements,
it lays a strong theoretical and technical groundwork. This foundation enables future
advancements in multi-agent collaboration, integration of real-world geographic data,
and the development of environment-aware design models adaptable to dynamic urban
scenarios. As a forward-looking design strategy, it offers valuable insights into how
intelligent systems might collaborate with human designers to navigate complexity and

uncertainty in architectural planning.
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INTRODUCTION

With the rapid advancement of artificial
intelligence (Al), the architectural discipline is
increasingly applying these technologies to
address complex urban environmental challenges
(Tarabishy, Kosicki, and  Tsigkari, 2021).
Contemporary generative Al approaches—such
as diffusion models and GANs (Del Campo et al,,
2021)—have demonstrated strong capabilities in
synthesizing 2D and 3D visual content. However,
their reliance on qualitative form-generation
mechanisms and ambiguous design objectives
limits their effectiveness in architectural contexts

that demand strict adherence to spatial logic and
technical specifications.

Within this evolving landscape, reinforcement
learning (RL) emerges as a strategically relevant
approach. Its agent-environment interaction
framework and reward-based optimization
enable systematic solution generation through
autonomous, iterative refinement. This aligns with
architectural workflows that require multi-
objective optimization under spatial and
functional constraints.

This paper introduces a novel 3D spatial
configuration method for public buildings,
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framed as a "generative intuitive system.” In this
approach, reinforcement learning enhances
generative design through top-down decision-
making responsive to complex spatial logic and
environmental uncertainty. It fosters artificial
generative intuition (Wang and Snooks, 2021),
where agents iteratively refine generative
decisions via environmental feedback.

BACKGROUND & REVIEW

Building upon the proposed framework, this
section provides a contextual overview of current
advancements in Al-driven generative design,
particularly focusing on the limitations of
mainstream generative models and the potential
of reinforcement learning to address the
complexity of spatial logic and environmental
uncertainty. This sets the stage for a deeper
exploration into how reinforcement learning can
support intuitive spatial generation in
architectural design.

RL and intuitive generative systems
Reinforcement learning functions as a complex
and adaptive algorithmic framework (Sutton and
Barto,2018), enabling generative models—trained
on randomly generated sites with representative
features—to adapt to diverse and complex site
conditions without re-optimization.

This adaptability sets it apart from
evolutionary algorithms. Furthermore, RL allows
for high customizability through the definition of
agents and reward mechanisms, which enables
performance evaluation based on
multidimensional spatial logic, thus enhancing its
applicability in generative design contexts.

This study focuses on generating public
architectural types within urban renewal scenarios,
particularly those that address localized needs for
shared spaces—such as community-scale mixed-
use complexes for commerce and leisure. The
choice of this application scenario reflects the
inherent strengths of RL in handling context-
responsive and logic-driven form generation.
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Related works

In recent years, reinforcement learning (RL) has
gained increasing traction in architectural design,
providing novel strategies for generative layout
optimization and adaptive spatial configuration.
Prior works—such as Veloso and Krishnamurti's
(2020) multi-agent spatial subdivision, Zhang et
al's (2024) renovation-driven collaboration
model, and Shi et al.'s (2025) performance-based
dormitory planning—demonstrate the versatility
of RL across diverse design scenarios. However,
these applications are primarily constrained to
two-dimensional adjacency planning or employ
simplified three-dimensional stacking within
discretized environments.

In contrast, the present study introduces a
unified 3D spatial agent framework that enables
full volumetric manipulation—including
translation, rotation, and scaling—within complex
urban contexts. By embedding real-site
morphological features into the reward structure,
the system not only adapts geometrically to
varied site conditions but also generalizes across
different spatial configurations. This integration
of three-dimensional spatial reasoning and
context-aware reward learning represents a
methodological advancement over existing RL-
based generative design approaches.

Research objectives

This study selects a historical urban renewal site
as its experimental context, integrating real-world
built environment data and regeneration needs to
develop a 3D spatial layout generation framework
for public building typologies. Based on this
framework, a series of generative design
experiments are conducted. Given the complexity
of both site and system, the paper centers on
framework  construction and experimental
analysis, while outlining future potential. The
study aims to integrates Al with urgent urban
design demands, offering architects an efficient,
intelligent paradigm for generative design in
transformation contexts.



Figure 1
Functional agent
types with
geometric
attributes and
behavioral rules.

METHODOLOGY

To operationalize the proposed generative
concept, this section presents a reinforcement
learning framework tailored to public building
design in urban renewal. Building on the earlier
notion of generative intuition, the methodology
defines a structured workflow where agents
iteratively learn context-responsive strategies
through the design of training environments,
agent behaviors, sensor-based interactions, and
multi-objective rewards.

Overall framework

This study adopts the reinforcement learning
paradigm of “agent-environment-state-action—
reward” (Sun & Mu, 2020), embedding spatial
logic and environmental semantics into training.
The system consists of five core components:
environment construction, agent definition,
action design, observation, and reward.

Environments are generated using site data
(e.g., topography, roads) extracted from GIS, and
operated in Unity. Agents are defined by
functional space types and given volumetric
parameters. Actions such as movement, scaling,
and rotation enable dynamic form manipulation.
Observation ~ mechanisms  provide spatial
awareness. Multi-dimensional rewards guide
agents toward area, adjacency, and adaptability
goals.

The current prototype features single-agent
modeling and basic actions; multi-agent
coordination and real-site transfer are ongoing.
The framework remains extensible, supporting
adjustable rewards, weights, and triggers across
design scenarios.

RL environment

The training environment is constructed from a
real-world urban site using a case-based
generative method informed by urban
morphological analysis, including spatial feature
extraction via OSMnx from GIS data (Boeing,
2017). Key elements—such as plot geometry,
street structure, and building layout—are
vectorized into indicators like shape index, floor
area ratio, and aspect ratio. Building height
informs vertical variance, while the street network
is analyzed by width, angularity, pedestrian flow,
and directionality.

A machine learning model simulates these
multidimensional features to generate virtual
sites with realistic morphology. A site generation
algorithm then combines randomized convex
hulls and geometric constraints to abstract spatial
patterns into structured environments suitable for
reinforcement learning. This approach underpins
environment construction and is validated
experimentally, with potential for future extension
using richer data and broader generalization tests.

RL agent & actions

As shown in Figure 1, this study abstracts public
building programs into a set of “typological
functional agents.” Based on common spatial
configurations and behavioral demands observed
in urban renewal contexts, functional spaces are
categorized into four main types: large public
spaces (which can accommodate various uses
such as workshops, leisure, or exhibitions), hotel
rooms, restrooms, and stairwells. Each agent type
is assigned specific geometric attributes—
including dimensions, proportions, and shape—
as well as behavioral rules such as movement step
size, scaling limits, rotation control, and collision
response. These features enable adaptive spatial
evolution during reinforcement learning training.

RL observations

The observation mechanism in reinforcement
learning serves as the foundation for adaptive
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spatial generation in real-site contexts. It enables
agents to perceive their own state, the behavior
of other agents, and the surrounding
environment for responsive decision-making. To
support adaptive spatial evolution in complex
sites, this study defines a continuous observation
vector integrating geometric attributes, spatial
semantics, and environmental context. The
vector includes each agent’ s 3D position, scale
(length, width, height), and Y-axis rotation, as well
as information about other agents to facilitate
inter-agent coordination.

In addition, contextual inputs such as
normalized site area, aspect ratio, and average
height of surrounding buildings are incorporated
to infer the agent’s target height level. As shown
in Figure 2, the observation space is structured
into three categories—self, others, and
environment—forming a multidimensional input
vector that feeds into the policy function for real-
time spatial decision-making. This structured
observation design supports adaptive and
context-aware form generation through policy
learning.

RL rewards

The reward function is the core mechanism
guiding spatial generation in reinforcement
learning, translating architectural intentions into
quantitative feedback that steers agents toward
optimized strategies.

Using the “complex public archi-type” agent
as an example, the reward system operates on
two levels: individual and global.

At the individual level, penalties discourage
undesirable behaviors—such as crossing site
boundaries—while positive rewards encourage
aligning building edges with adjacent roads,
promoting openness and accessibility in line with
public building logic.

At the global level, the system promotes
balance and contextual feasibility. For instance, if
the total target area is reached but the area ratio
between functional volumes exceeds a set
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self-observation

threshold (e.g., 3x), a penalty is applied to ensure
proportional allocation. Multi-story
configurations are rewarded or penalized based
on height compatibility with surrounding
buildings, supporting morphological coherence.
" inter-agent mutual
recognition
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As shown in Figure 3, the reward structure
integrates both agent-level and system-level
components to  support  multi-objective
negotiation. This flexible design accommodates
differentiated strategies for varying spatial types
and fosters responsive adaptation under complex
design constraints.

RL training settings

With advances in 3D graphics and interactive
engines, physically realistic environments have
become integral to reinforcement learning (RL)
systems. Compared to traditional 2D platforms
(e.g.. OpenAl Gym, DeepMind Lab), Unity ML-
Agents provides a physics-enabled 3D framework
well-suited for architectural tasks involving
complex actions and multi-objective rewards.

Environmental
observation

Figure 2
Structure of agent
observations.

Figure 3

Reward structure,
including
individual and
global
components.



Figure 4
Reinforcement
learning training
workflow based
on Unity ML-
Agents.

Figure 5

Key performance
metrics from the
training process.
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In this study, a 3D training environment is
constructed in Unity and connected to ML-Agents
for real-time interaction between agents and site
geometry. Each episode begins with scene
initialization and agent reset, followed by
continuous observation of spatial parameters—
such as position, scale, rotation, and site
features—fed into the policy network. The agent
then performs actions (translation, scaling,
rotation), while custom logic handles geometry

updates, boundary checks, and reward calculation.

This closed-loop system (Figure 4) ensures frame-
by-frame learning through observation, decision,
and feedback cycles.

The model uses Proximal Policy Optimization
(PPO) for its sample efficiency, convergence
stability, and compatibility with continuous 3D
action spaces. Through iterative training, agents

learn to generate context-aware, performance-
driven spatial strategies.

DISCUSSIONS

In the 3D public building generation task
developed using Unity ML-Agents, a single-agent
model was trained over approximately 220,000
steps. The agent progressively improved its
spatial reasoning capabilities under the guidance
of a multi-objective reward system, gradually
learning to optimize volume scale, proportion,
and placement across varying site conditions. The
training process exhibited clear signs of policy
convergence, with steady improvements in
decision efficiency and reward performance.

Data from the training process

The episode length curve shows notable gains in
decision efficiency: early training episodes
required over 35 steps to complete, whereas later
episodes stabilized around 10 steps, indicating
policy convergence and significantly faster task
execution. This reduction reflects the agent's
improved ability to generate effective spatial
configurations with minimal trial-and-error.

Policy loss remained consistently low
(approximately  0.022-0.026) with  minimal
fluctuation throughout training, suggesting
stable and efficient gradient updates in the policy
network. In contrast, value loss exhibited a sharp
initial rise followed by a gradual plateau,
indicating progressive improvement in the
approximation of state values as the agent
learned to associate spatial states with cumulative
rewards more accurately.

Entropy steadily declined over the course of
training, signaling a shift from exploratory actions
toward more deterministic and confident
behaviors. Concurrently, extrinsic value estimates
consistently exceeded 35, providing additional
validation for the effectiveness of the learned
policy in achieving task objectives.

As shown in Figure 5, these training metrics
collectively ~ demonstrate  strong  learning
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dynamics and convergence under the proposed
multi-objective reward system. The agent not
only achieved technical optimization targets but
also demonstrated consistent adaptation to
spatial constraints and environmental variations.

Overall, the results confirm that the designed
reward structure effectively guided the agent
toward spatially adaptive, functionally valid, and
morphologically coherent 3D layout strategies.
This establishes a robust policy foundation for
future extensions involving coordinated multi-
agent spatial generation.

Spatial block generation performance
As shown in Figure 6, the trained single-agent
reinforcement learning model rapidly generates
building volumes on randomized  sites,
completing the process in under one second—
demonstrating high inference efficiency.

Guided by area and aspect ratio rewards, the
agent maximizes land use while avoiding
boundary violations. The resulting volume
matches the site’s scale, shape, and surrounding
building heights, reflecting a context-aware,
morphologically coherent strategy shaped by
learned rewards.

This study is progressing toward multi-agent
collaboration, enabling co-construction among
functionally distinct agents. As illustrated in
Figure 7, the envisioned system allows agents to
negotiate spatial decisions within shared
environments.

Future work will extend the current single-
agent framework toward coordinated multi-agent
generation, where multiple agents interact to
achieve collective spatial objectives.
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The model's stable performance across
diverse sites highlights its generalization capacity,
forming a solid foundation for collaborative,
functionally differentiated design strategies
beyond the training context.

Transfer to real site

A core objective of this framework is to transfer
spatial  strategies learned in  abstract
environments to real-world urban contexts. Key
morphological features—such as area, aspect
ratio, and boundary complexity—are extracted
from actual sites to generate randomized yet site-
informed virtual environments for training.

Within this representative domain, the agent
acquires spatial strategies that are both context-
aware and highly adaptable, enabling rapid
generation of optimized volumetric
configurations across diverse real plots and
dynamic site conditions.

Designers then apply contextual judgment to
compare generated schemes and select the most
suitable one for further development. This
workflow bridges virtual training and real-world
application, supporting performance-driven,
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@ Multi-Agent Generative Exploration:
Ongoing exploration of mult-agent spatial generation

Figure 6
Generated
building volume
on a randomized
site after training.

Figure 7
Conceptual
direction and
ongoing
exploration of
multi-agent spatial
generation.



Figure 8
lllustration of

method transfer to

real-site
conditions.
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designer-guided spatial generation with broad
transferability, as illustrated in Figure 8.

REFLECTIONS ON THE APPROACH
(PROCEDURE)

The proposed reinforcement learning-based
spatial  generation  method marks  a
methodological shift in architectural design,
particularly under conditions of uncertainty and
contextual complexity. By embedding spatial
logic—such as proportion, programmatic
relationships, and environmental
responsiveness—directly into agent decision-
making, the framework moves beyond static rule-
based systems toward a dynamic, learning-driven
design model.

Its strength lies in continuously negotiating

competing objectives—such as openness vs.
enclosure or accessibility vs. privacy—through
iterative reward learning. This enables the agent
to develop a form of design intuition aligned with
architectural intent, without relying on fixed
templates or heuristics.
The framework also offers scalability for complex
urban scenarios involving diverse functions and
site constraints. It supports the integration of
human design values with machine-driven
generative processes, enabling more adaptive
and context-aware spatial production.
Furthermore, its modular structure allows policy
models to be updated independently of the
environment, streamlining future algorithmic
development.

" Scheme A

=1

Scheme B

Human-in-the-Loop Selection and
Design Realization

FUTURE WORK

Looking forward, this research represents an early
yet  promising step toward  applying
reinforcement learning to real-site 3D spatial
generation. While still exploratory, the framework
shows strong potential

for future development and integration into
practical architectural workflows.

Future work will expand the system in three
key directions: functionally, by introducing a
wider range of agents for coordinated multi-
functional generation; environmentally, by
integrating GIS data (e.g., terrain, roads, building
layouts) to improve realism and model
transferability; and performatively, by
incorporating visibility, daylight, and ventilation
analysis to enhance environmental
responsiveness. On the geometric side, coupling
volumetric generation with facade logic may
enable a seamless transition to full architectural
expression.

Ultimately, multi-agent systems trained in
real-world contexts could support efficient design
exploration, facilitate participatory processes, and
bridge the gap between expert and non-expert
users in urban renewal projects.

CONCLUSIONS

This study presents a reinforcement learning—
based generative framework for cultivating
generative intuition in public spatial logic through
interactions between 3D form-finding agents and
randomized environments. It addresses urban
renewal challenges by embedding context-
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specific design reasoning into a machine learning
system.

The framework defines key RL components—
including agent behavior, observations, and
multi-objective  rewards—and  demonstrates
feasibility through training experiments. It also
supports future research on multi-agent
collaboration and performance-driven strategies.
Unlike conventional generative design studies
based on abstract scenarios, this work
incorporates real urban site data, translating
renewal demands into training objectives and
advancing RL-based decision-making for real-
world architectural tasks.

This study advances the theoretical
framework of generative design methodology by
establishing a generalizable algorithmic approach
for  architectural  layout  formation in
indeterminate urban contexts. The proposed
method also highlights the emerging role of
artificial intelligence in architecture,
demonstrating its potential to efficiently and
adaptively address complex spatial challenges
within evolving urban environments.
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