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This study investigates the use of GANs, particularly the Pix2PixHD, for reconstructing 
urban fabric and preserving urban memory in post-disaster contexts, focusing on Hatay, 
Türkiye, after the 2023 earthquakes. Models were trained on pre-disaster urban maps and 
tested on incomplete post-earthquake data to regenerate damaged urban areas. 
Evaluation metrics, including FID scores, SSIM values, and visual inspections, 
demonstrated the model's ability to produce contextually accurate designs. The trained 
model effectively maintained road networks, building geometries, and spatial coherence. 
In addition to spatial consistency, the model produced outputs with sharp edges and high 
visual clarity. These results highlight the significant potential of GANs as generative 
design tools, offering valuable support to urban planners and architects in balancing 
urgent reconstruction needs with the long-term preservation of urban identity and 
memory in disaster-affected areas.  
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INTRODUCTION 
Urban memory plays a vital role in shaping a city’s 
identity, continuity, and collective sense of place. 
In the aftermath of large-scale disruptions, such 
as natural disasters or urban redevelopment, the 
preservation of urban memory becomes 
especially critical. Yet, urgent recovery processes 
often overlook this essential dimension, leading 
to long-term damage to a city's spatial and 
cultural continuity. The devastating earthquakes 
that struck Türkiye and Syria in February 2023 
underscore the significance of this issue. Among 
the most severely affected areas was the city of 
Hatay, a settlement with a deeply layered and 
culturally rich urban fabric, much of which was 
lost. Rebuilding efforts in such contexts must 
balance immediate functional needs with the 

long-term task of memory preservation, a 
challenge that demands new design approaches 
and tools. 

Urban memory, a concept derived from 
Maurice Halbwachs’ theory of collective memory, 
refers to the shared recollections shaped by 
individuals and communities within an urban 
context. It consists of two main components: the 
subject (those who experience memory) and the 
object, which encompasses both material 
elements (such as buildings and urban layouts) 
and immaterial elements (including names, 
narratives, and symbols) (Huang and Huang, 
2024). Urban memory is not static; it evolves 
through the continuous interaction between 
people and their environment. Central to this 
process is the urban fabric, the spatial structure of 
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cities, which both reflects and shapes memory by 
embedding historical and cultural layers into the 
physical cityscape over time. As both a product 
and a medium of memory, the urban fabric 
influences daily life and contributes to the 
preservation of urban identity. Understanding the 
evolving and layered nature of urban memory 
underscores the need for tools that not only 
document this complexity but also support its 
reconstruction when disrupted. 

In response to the need for memory-sensitive 
urban design, various digital technologies have 
been employed to document and visualize urban 
layers, including GIS-based mapping, digital 
archives, and participatory platforms (Terracciano 
et al., 2017). While these methods focus primarily 
on preservation and representation, recent 
advancements in artificial intelligence offer new 
possibilities for active spatial regeneration. In 
particular, deep generative models have the 
potential not only to document but also to 
generate urban patterns by learning from existing 
spatial configurations. Yet, despite their promise, 
the integration of such models into memory-
sensitive urban design remains limited and 
underexplored. 

Among deep generative models, Generative 
Adversarial Networks (GANs) stand out for their 
ability to synthesize highly realistic images. By 
learning visual patterns from training datasets, 
GANs can generate new spatial configurations 
that mirror the complexity of real-world urban 
forms. This capacity positions them as promising 
tools for addressing the challenges of post-
disaster spatial reconstruction, particularly in 
preserving urban memory through the 
regeneration of lost urban fabric. 

GANS IN URBAN STUDIES  
Generative Adversarial Networks (GANs) were 
first introduced in 2014. Their architecture 
consists of two neural networks: a generator and 
a discriminator (see Figure 1). These networks are 
designed to work in a minimax game framework. 

The generator creates fake images that resemble 
the training dataset, while the discriminator 
evaluates whether a given image is real (from the 
dataset) or fake (produced by the generator). The  

 
 
 
 
 
 

 
 
 
 

generator's goal is to fool the discriminator, while 
the discriminator aims to correctly identify the 
generator's outputs, creating a dynamic learning 
process that drives both networks to improve 
over time (Goodfellow et al., 2014). 

This adversarial learning process enables 
GANs to generate highly realistic images, even 
with relatively small datasets. As a result, there are 
various studies in the field of architectural 
research. Likewise, a range of research has 
emerged within urban studies, exploring the 
potential of GANs for different tasks and scales. 

The scale of studies using GANs varies widely, 
ranging from building and block levels to district 
and city scales (Wu, Stouffs and Biljecki, 2022). For 
instance, Güzelci et al. (2024) trained a series of 
predictive models on domed Sinan mosques to 
investigate whether the model could accurately 
regenerate missing architectural elements of 
these historical structures. In another project 
titled "This Map Doesn’t Exist," a GAN model was 
trained to generate realistic urban maps, although 
these maps did not correspond to any real-world 
location (This Map Does Not Exist, no date). 
Fedorova (2021) also trained a model using urban 
maps, focusing specifically on generating urban 
block designs. Closely aligned with the approach 
of this research, Boim et al.  (2022) trained a GAN 
model on maps of an unplanned Palestinian 
settlement. In their study, a square portion of the 

Figure 1 
GANs architecture 
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map was removed, and the model was tasked 
with completing the missing area. Although the 
entire settlement was used for training, the 
limited physical scale of the area allows the study 
to be considered at the district level. 

This research operates at the city scale. The 
models are trained using pre-earthquake maps of 
Hatay, and their task is to complete the missing 
urban fabric in post-earthquake maps. Unlike 
many previous studies, which often use 
hypothetical or simplified geometric shapes to 
represent missing areas, the missing areas in this 
study accurately reflect real-life urban fabric 
losses. As a result, the missing areas are neither 
uniform in shape nor similar in context, making 
the task more complex and closely aligned with 
real-world post-disaster reconstruction scenarios. 

METHODOLOGY 
In this research, the Pix2PixHD architecture was 
utilized for training, with each training session 
treated as a separate experiment. Experiments 
were conducted in the Google COLAB 
environment with an A100 GPU that comes with a 
Pro subscription. 

Pix2PixHD requires two corresponding image 
sets during training: one set containing the target 
images (train_B), and the other set consisting of 
the corresponding label or segmentation images 
(train_A). The relationship between these two sets 
is intended to simulate the task the model needs 
to learn. Rather than creating entirely new 
segmentation labels, this study adopted a 
method in which the model interprets RGB values 
directly from the images as labels. The same 
dataset was used across all experiments; however, 
the label maps were varied. 

We trained the model with an augmented 
dataset created from pre-earthquake maps of 
Hatay. The model was then tested by tasking it 
with completing post-earthquake maps. Through 
this process, we aimed to evaluate the ability of 
GANs to reconstruct the lost urban fabric and 

explore its potential as a design tool in post-
disaster urban recovery efforts. 

We then evaluated the model's performance 
using the Fréchet Inception Distance (FID) score 
and the Structural Similarity Index Measure (SSIM) 
to assess the visual realism and structural 
coherence of the generated outputs. These 
metrics provided quantitative insights into how 
closely the model's outputs resembled the 
ground truth in terms of both appearance and 
spatial organization. In interpreting the results, 
lower FID scores indicate higher visual realism, 
while higher SSIM values reflect greater structural 
similarity. In addition, we conducted a visual 
inspection of the outputs. Through this qualitative 
approach, we assessed whether the model was 
able to continue existing roads and successfully 
connect road networks. We also examined the 
clarity and edge sharpness of the images, as well 
as whether the newly added buildings shared 
similar geometric shapes and footprints with the 
surrounding structures. Furthermore, we 
evaluated whether the generated urban fabric 
maintained a similar level of density to the ground 
truth and the adjacent areas, ensuring consistency 
in spatial organization. 

Creating the dataset 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 2 
Area used for 
creating the 
dataset 
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The first step of the experiment involved creating 
pre-earthquake urban maps of Hatay (see Figure 

2). OpenStreetMap data was selected for use in ,  

 
 

 
 
 
 
 
 
 

 
 
 
 
 
 
 
 

the dataset due to its accessibility and widespread 
availability. This data was imported into QGIS 
where buildings were represented in black 
following the Nolli map style. The maps also 
included the road network in red, parks and public 
green spaces in green, and rivers and streams in 
blue. A Python script was used to generate map 
frames, move them across a grid, and capture and 
save the resulting images. 

The maps were produced at a 1:5000 scale 
and 512x512 resolution, and the original dataset 
consisted of 2,430 images extracted from a 25 
km² area (see Figure 2). To expand the dataset, 
data augmentation was applied: each image was 
mirrored once and rotated at 90°, 180°, and 270°, 
resulting in four additional versions per image. 
Following this augmentation process, the dataset 
grew to 12,150 images. 

TRAINING EXPERIMENTS  
A total of three experiments were conducted 
using the same dataset but with three different 
label maps. These label maps were designed to 
simulate various patterns of urban loss, allowing 
the model to learn how to reconstruct missing 
areas in different spatial conditions. Each 
experiment aimed to evaluate the impact of 
masking style and label clarity on the model’s 
ability to regenerate realistic and context-
sensitive urban fabric. While the dataset remained 
consistent in content, the differences in label 
generation methods created unique learning 
conditions for the model in each case. 

Experiment I 
The first step of each experiment was the creation 
of the label maps. For the model to learn how to  
complete missing parts of the urban fabric, the 
training data needed to include randomly 
removed areas. To achieve this, a Python script 
was used to generate a random noise field. Based 
on this noise, white areas were selected and 
applied as masks to the dataset, simulating gaps 
in the urban fabric that the model would be 
tasked with completing. The pattern of the mask 
can be controlled through various parameters in 
the script (see Figure 3). These parameters 
determine aspects such as the scale of the noise, 
the smoothness of the transitions, and the overall 
size and distribution of the masked areas, 
allowing for flexible manipulation of how the 
missing regions appear in the label dataset (see 
Figure 3). 

 
 

 
 
 
 
 
 
This experiment was conducted using the 

augmented dataset along with a noise-based 
masked label map. The FID score was calculated 
every 5 epochs, and the training was concluded 
once the rate of decrease in the FID score 

Figure 3 
Relationship of the 
label map and 
input 

Figure 4 
FID score graph of 
experiment I 
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significantly slowed, indicating that further  

 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 

training was unlikely to yield substantial 
improvements (see Figure 4). 

The model was able to continue roads and 
successfully connect portions of the road 
network. While the additions were not exact 
replicas of the ground truth, the model managed 
to generate buildings in a novel and context-
aware manner. However, the overall clarity and 
edge sharpness of these additions were low, and 
the model struggled to complete larger missing 
areas effectively (see Figure 5).  

Experiment II 
In the previous experiment, although a decrease 
in the FID score was observed, the limited quality 
of the outputs was thought to be caused by 
insufficient similarity between the test set and the 
label maps. Based on this assumption, a new set 
of label maps was created to improve alignment 
between input and target data. 

The generation of this new label set followed 
a two-step approach. In the first step, random 
buildings were removed using a Python script to 
simulate partial loss. In the second step, the 
previous masking method was reapplied, but this 
time it targeted only the road network, allowing 
for a more focused and controlled modification of 
spatial features (see Figure 7). 

 
 

 
 
 
 
 
 
 
 
This experiment lasted significantly shorter 

than the previous one. The FID score also started 

Figure 5 
Output of 
experiment I 
SSIM:0.379 

Figure 6 
FID score 
graph of 
experiment II 

Figure 7 
Label map 
generation 
process in 
experiment II 
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at a lower point compared to the earlier 
experiment, suggesting initially better alignment 

between generated and real images (see Figure 
6). However, the model struggled to continue or  

 
 

 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 

 
connect the road networks, indicating difficulty in 
learning complex linear spatial relationships. 

While it was able to generate buildings with 
more rectangular geometries and sharper edges, 
these additions were often contextually 
inappropriate. Moreover, the model failed to 
distinguish the missing areas in the input image 
and instead generated buildings across the entire 
scene, resulting in an unrealistically high building 
density. In areas with large missing sections, the 
model had difficulty completing the image, and 
buildings appeared more uniform and lost their 
edge sharpness (see Figure 8). 

Overall, the results indicate that the previous 
experiment was more successful. This conclusion 
is supported not only by visual inspection but also 
by the SSIM values, which were higher in the 
earlier experiment. 

Experiment III 
 

Due to the very limited success of the previous 
experiment, it was decided to return to the 
original label map style for this experiment. To 
enhance the effectiveness of the training process, 
inpainting studies from the literature were 
reviewed, which showed that using a masking 
color clearly distinguishable from the background 
can improve the model's learning. Based on this 
insight, magenta was selected as the masking 
color in the new label map, ensuring a strong 
visual contrast between masked and unmasked 
areas(see Figure 9). 

In this training experiment, the model’s FID 
score started at a similar level to the first 
experiment but decreased at a faster rate, 
allowing the training to be completed in fewer 
epochs (see Figure 10).

 
 

 
 
 
 
 
 
 
 
 

Figure 8 
Output of 
experiment II 
SSIM:0.278 

Figure 9 
Comparison of the 
label maps styles 
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This indicates a more effective learning 

process. The model was successful in continuing 
roads and connecting road networks, and it was 
also able to place context-aware buildings into 
the missing areas. The shapes of the buildings 
appeared more rectangular, and the overall clarity 
and edge sharpness of the generated outputs 
were noticeably improved. This improvement is 
also supported by the SSIM score, which was the 
highest among the three experiments (see Figure 
11). 

However, it should be taken into 
consideration that when the mask is visually 
separated from the background, the model is 
being explicitly shown which areas are missing, 
rather than having to identify them on its own. 
This direct guidance simplifies the task and may 
contribute to the improved performance 
observed in this experiment. 

Following its successful performance, the 
model was also tested with input maps at 
different scales (see Figures 12 and 13). It 
continued to demonstrate a high level of 
creativity and skill in adding context-aware 
buildings, as well as in extending and connecting 
road networks. The outputs maintained high 
visual clarity and strong edge sharpness across 
the varying input scales, indicating the model’s 
robustness and adaptability. 

 

 
 
 
 

 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 

Figure 10  
FID score graph of 
experiment III 

Figure 11  
Outputs of 
experiment III, 
input scale 1:5000 
SSIM: 0.684  

Figure 12  
Output of 
experiment III, 
input scale 1:3000  
SSIM: 0.531 
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LIMITATIONS 
This research focuses on the use of GAN 
architectures, specifically Pix2PixHD, in the field of 
urban design, by generating maps of new urban 
patterns to replace lost urban elements in post-
disaster contexts. The dataset consists solely of 
two-dimensional representations and includes 
buildings, roads, rivers and streams, and public 
green spaces. It does not contain any information 
on spatial functions, road network hierarchy, or 
building heights. In this sense, it offers a 
simplified representation of the urban fabric, 
focusing purely on its visual and spatial layout. 
The data used to generate the maps in the dataset 
was extracted from OpenStreetMap due to its 
accessibility and widespread use in the literature. 
Although OpenStreetMap is known to contain 
certain inaccuracies, it was considered sufficient 
enough for this study, particularly when examined 
at the city scale and in the context of urban fabric. 
For the purposes of training and exploring the 
potential of GANs in urban design, the level of 
detail provided by OpenStreetMap was deemed 
adequate.  

The maps used in the dataset have a 
resolution of 512×512 pixels. This resolution was 
chosen to balance visual detail with 
computational efficiency, as the model was 
trained in the Google Colab environment, which 
offers access to cloud-based GPU services. This 

setup enabled effective experimentation without 
the need for high-end local hardware. 

The models were trained exclusively on maps 
of Hatay’s city center, with rural areas deliberately 
excluded. Additionally, the industrial zone within 
the city center was omitted from the dataset, as 
its spatial characteristics are highly generic and do 
not reflect features specific to Hatay. This ensured 
that the training focused on areas with a 
distinctive urban fabric representative of the city’s 
identity. 

Since the models were trained specifically on 
maps of Hatay, they are unlikely to perform with 
the same level of success in other cities that have 
experienced large-scale urban loss. While the 
performance of the model cannot be directly 
generalized to different urban contexts, the 
success achieved in this study demonstrates the 
capability of GANs to learn and generate context-
appropriate urban patterns when trained on 
suitable data. 

CONCLUSIONS 
The goal of this research was to explore the 
potential of Generative Adversarial Networks 
(GANs) as generative design tools for preserving 
urban memory and maintaining the spatial 
continuity of the urban fabric in post-disaster 
scenarios. For this reason, three training 
experiments were conducted using the dataset 
created from the city center of Hatay. At the end 

Figure 13 
Output of 
experiment III 
scale 1:2000  
SSIM: 0.510 
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of each experiment, the generated images were 
evaluated both visually and structurally. These 
evaluations provided important insights into the 
model's capacity to generate urban fabric and its 
interaction with the dataset. 

Experiment III was the most successful among 
all the experiments, achieving the highest SSIM 
value and demonstrating the highest rate of 
decrease in the FID score. The model was able to 
complete the urban fabric with accurate coloring, 
high visual clarity, and sharp edges. It effectively 
connected the road network and added 
contextually appropriate buildings, resulting in 
coherent and realistic outputs that closely aligned 
with the surrounding urban structure. 

 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
The results of the training experiments 

demonstrate that GANs are capable of learning 
urban patterns and generating context-sensitive 
urban layouts. The models successfully continued 
road segments and connected existing networks, 
added buildings with footprints appropriate to 
their surroundings, and responded to the local 
density of the urban area. In doing so, the model 
exhibited a notable degree of creativity, 
suggesting the potential of GANs to support 
intelligent, responsive design processes in urban 

contexts. This performance also extends to input 
maps at different scales, indicating a strong ability 
to generalize across varying spatial 
representations (see Figure 14). 

The FID score is a useful metric for tracking 
the model's performance throughout the training 
process; however, it is not sufficient on its own for 
comparing performance across different models. 
Two models may achieve similar FID scores yet 
produce outputs of noticeably different visual and 
contextual quality. Similarly, SSIM scores are more 
meaningful when comparing the outputs of 
different models using the same input data. In this 
research, however, each input image contains 
varying degrees of urban fabric loss due to the 
nature of post-earthquake conditions. As a result, 
SSIM becomes less reliable for evaluating outputs 
from the same model, as images with larger 
missing areas naturally tend to produce lower 
SSIM values, while those with minimal loss may 
yield higher scores, regardless of how poorly the 
model has performed in reconstructing the 
missing content. 

In the training of a GAN model, the most 
reliable and meaningful form of evaluation often 
comes from visual assessment. While quantitative 
metrics like FID and SSIM provide useful 
benchmarks, they may not fully capture the 
spatial coherence, contextual appropriateness, 
and overall realism of the generated outputs. 
Visual inspection allows for a more intuitive and 
comprehensive understanding of how well the 
model performs in replicating complex patterns, 
especially in applications involving urban fabric 
and design. 
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