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Generative Adversarial Networks (GANs) are among artificial intelligence (Al) methods
for generating architectural floor plan layouts to approximate spatial distribution with a
reasonable degree of accuracy. However, when used exclusively, GAN-based tools may
fail to capture architectural patterns and often produce unrealistic layouts. To address
this limitation, researchers have proposed integrating Reinforcement Learning (RL) into
GANs. While RL has been combined with generative algorithms in other fields, a
systematic multi-scenario integration of GANs and RL remains underexplored in
architecture. This paper introduces a new solution by combining RL and GANs to
generate floor plan layouts tailored to user requirements. The research design involves
three different integration strategies: (1a) mere generation, where RL refines GAN
outputs by eliminating inconsistencies and errors; (1b) objective optimization, where RL
targets measurable attributes such as spatial size and morphological legibility,; and (Ic)
refinement of non-quantifiable attributes, where RL incorporates user feedback to
improve flexibility and perceived comfort. Additionally, the study employs House-GAN++
as the GAN model and the PPO algorithm as the RL framework. Three case studies are
presented to evaluate performance. Results demonstrate that integrating RL with GANs
yields floor plan layouts more responsive to user needs than those produced by GANs
alone. Each scenario illustrates how RL optimizes GAN-generated outputs according to
functional, measurable, and perceptual goals. The methodology acknowledges user
expectations and translates them into realistic, adaptable plans. Key outcomes include
more realistic layouts, designs with distinctive characteristics, and user-customized floor
plans created through interaction. The proposed framework enables automatic floor plan
generation that combines design, optimization, and user input at the conceptual stage.
This integration enhances architectural design processes by balancing computational
efficiency with user-oriented adaptability, thus broadening the potential of Al-assisted
design.
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INTRODUCTION

Floor plan design is one of the most fundamental

and challenging fields in  architecture,
engineering, and construction, according to
Baduge et al (2022). When creating an

architectural plan, there are various combinations
of spaces, their relationship with each other, their
dimensions, their functions, and more. It takes
skill and experience to bring these spaces
together with a superior understanding.
Researchers have approached this problem with
multiple methods. Weber et al (2022) worked on
plan production methods, which are divided into
top-down, bottom-up, and referential. In top-
down methods, the perimeter of the building is
usually defined, and the generative algorithm
provides the solution for the spaces inside this
perimeter. In the same way, bottom-up methods
are designed with heuristic algorithms, except
that the dimensions and relations of the spaces
can be defined. The generative algorithm
generates these elements independently of the
boundary and completes the sequence. Both
methods have been researched for a long time.

Referential methods, on the other hand, are
relatively new compared to other methods. This
method has become more popular with the
development of deep learning (DL) and Al
technologies. Referential methods need a dataset
to make a production, so they make their
productions according to the data they learn from
this dataset. Some of the examples of this method
are GANs and graph-based generative models.
Thanks to this method, the generative algorithm
generates a new and different plan each time,
providing diversity to the users.

However, the common shortcoming of all
three methods is that they cannot fully protect the
user's preferences. It is tough to produce a plan
that can respond to the users' preferences
because they are difficult for various reasons
related to the wuser's experiences, design
preferences, etc. Therefore, creating a productive
model that can fully satisfy every user is
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complicated. This paper continues a previous
study that analyzed user preferences in detail.
Due to the difficulty and diversity of user
preferences, it is envisioned that combining the
generative model with another type of Al
algorithm, Reinforcement Learning, may have
great potential. RL can direct the GANs model
toward user preferences through training
experience and mathematical modeling of user
requests. In this way, it aims to produce plans that
are closer to user preferences by using the
production capacity of GANs.

Generating a floor plan based on user
preferences is challenging to satisfy the user. The
user's preferences could be quite complex, or
they could be straightforward. This situation
differs from user to user when designing a floor
plan. Generating a floor plan based on user
preferences is still challenging for researchers. In
some cases, the user’'s preferences are modeled
by mathematical modeling; in others, it is
improved by the user’s feedback.

LITERATURE REVIEW

Goodfellow et al, (2014) worked on GANs, a
competing DL algorithm consisting of a generator
that produces synthetic data and a discriminator
that compares this data with real data. The
generator tries to produce synthetic data in a way
that is very close to the real data. A versatile
model, Pix2pix, developed by Isola et al (2018), is
a type of conditional GANs (cGAN) used in image-
to-image translation tasks such as floor plan
generation. Park (2024) mentioned that three
different methodologies are adopted in studies
that use Pix2pix for floor plan generation. The first
approach is to represent architectural spaces
using masks, such as room labels, and translate
these representations into complete floor plans.
The second methodology uses a ground-up
approach, where input is building footprints,
including boundaries, entry points, and openings.
For example, the Pix2pix framework is used in the
ArchiGAN system by Chaillou (2020). The third



Figure 1
Reinforcement
Learning Process

approach uses only building footprints as inputs
for floor plan generation.

In accordance with more information, such as
adjacencies and linkages between rooms in each
floor plan layout, Graph neural networks (GNN)
are integrated into the DL models. In House-GAN
developed by Nauata et al (2020), graph neural
network is combined with GANs to enable a DL-
based generative design model to learn the
topology between architectural components and
use this information in floor plan generation.
GNNs include a convolutional message-passing
algorithm, Conv-MPN, developed by Zhang et al
(2021) to create a GANs system that can generate
diverse floor plan layouts. Nauata et al (2021)
developed House-GAN++ with the addition of
two types of doors to increase the edge features.
RPLAN (Wu et al, 2019) dataset is used to train
GANs which has approx. 80K labeled samples
include wall, door, and room type. House-GAN++
learns the door and circulation routes concept by
using the modified Conv-MPN pooling layer for
the purpose of creating a better-structured floor
plan layout for a given input.

Aalaei et al (2023) is proposed another GNN-
based GANs approach. This research employs
multiple ¢cGANs and Conv-MPN algorithms to
produce floor plans trained on the RPLAN dataset.
Three different GANs models are specialized in
tasks, forming a GANs ecosystem that produces
floor plan layouts.

Liu, (2024) presented a new method for the
generation of floor plans of modular high-rise
residential buildings. This focused on graph-
constrained GANs (GC-GAN) incorporating
domain-specific design features expressed in
knowledge graphs. This helps achieve
architectural design standards for the produced
floor plans while keeping the produced floor
plans realistic and diverse.

Reinforcement Learning Methods
RL is one of the subfields of Machine Learning,
where an agent is trained by trial and error while

interacting with an environment. At each
interaction with the environment, the RL
algorithm observes the states of the environment.
Based on that, the RL agent performs a defined
action. After that, the environment responds with
an instantaneous reward and transitions to the
next state based on the state transition
probability. RL is a form of decision-making
process in which a network of decisions or an
agent makes decisions regarding the
environment and its available actions to gain
rewards. RL agents in discrete action spaces have
been used to give helpful pointers to computer
vision problems, according to Sarmad et al (2019).
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Recently, RLs have consolidated as a general
framework for learning generative models like
GANs, with different paradigms. According to a
study by Franceschelli and Musolesi (2024), there
are three different approaches to the combination
of RLs and GANs: mere generation, objective
maximization, and improving not easily
quantifiable  characteristics. Each approach
utilizes the strengths of RL to solve problems in
their production and extends the capabilities of
GANs in a different way. This is intended to
compensate for what GANs lack, and what RL's
strengths are.

In the first method, RL is used as an alternative
to traditional generative techniques to
approximate a target data distribution. This is
especially useful in sequential generation where
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differentiable loss functions are not available or
not useful. The second method, the goal
maximization method, aims to maximize explicit,
measurable metrics to align production outputs
with specific domain requirements. Direct
optimization of evaluation metrics that generative
models traditionally evaluate but do not optimize
during training is enabled by RL. The third
method, which improves properties that cannot
be easily measured, is used when the desired
attributes cannot be reduced to clear
mathematical targets. Instead, it relies upon
subjective or qualitative feedback to determine
how the production process should proceed. A
main technique in this line of work is RL from
Human Feedback (RLHF), which guarantees that
generative models are aligned with human values,
preferences, or creative desires.

Significance of Study

The primary objective of this paper is to combine
GANs and RL to create floor plan layouts with
user-desired outcomes in three scenarios: mere
generation, objective optimization, and non-
quantifiable metrics. RL agent learns to control
the latent space of GANs through a reward
mechanism provided by user preferences in each
scenario. Thus, GANs-generated floor plans are
evaluated wusing the user-preferred reward
mechanism of the RL mechanism. This gives the
GANs and RL integrated model an insight into
how to redesign the floor plan for the user.

METHODOLOGY

Figure 2 illustrates the methodology flow in
general. It begins with data preprocessing,
followed by GANs model training using the
prepared dataset. The outputs of GANs are tested
following training to evaluate their baseline
performance. PPO is then applied to guide the
GANs outputs using RL. Finally, floor plans are
generated using the PPO-empowered GANs
model, facilitating adaptive and goal-oriented
plan generation.
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GANs Model Training ——

Data Preprocessing
The RPLAN dataset was developed by Wu et al
(2019) is utilized for the GANs. The RPLAN dataset
contains 80K floor layouts with professionally
developed single-level building layouts. The
RPLAN dataset was preprocessed with a
technique that converts PNG images into JSON
files representing architectural areas, dimensions,
and connections.

GANs Training

During the training phase, the generator creates
an image from random noise and its weight, while
the discriminator assesses the image's validity.
The discriminator inputs the created floor plan
layout image and the precise image from the
RPLAN dataset. Subsequently, the discriminator
establishes a loss by imposing a penalty on the
difference between the two images, referred to as
the gradient penalty. In the computation of the
gradient penalty, lambda is multiplied and
summed with the average values of real data and
the created data. Consequently, the discriminator
yields a loss.

i

Figure 2
Methodology
Flowchart

Figure 3 GANs
Training Cycle



Table 1 GANs
Model Test Values

Figure 4 GANs
Model vs. Paired
Model

GANs Testing

To evaluate the performance of the GANs model,
both Fréchet Inception Distance (FID) Heusel et al
(2018) and Graph Edit Distance (GED) metrics
were applied between 100K to 1M training
iterations. FID estimates the visual similarity of
generated images of floor plans with real ones
sampled from the dataset, and smaller values
indicate greater visual realism. GED, on the other
hand, quantifies structural consistency of
generated layouts by finding the editing
operations required to transform one graph
(generated plan) to another (ground truth). Lower
values of GED in this instance correspond to
greater  topological  similarity with  real
architectural structures. Table 1 includes results.

Iterations FID Score GED Score
100K 64.79 3.76
200K 64.45 3.70
300K 3543 2.92
400K 35.62 240
500K 29.05 3.65
600K 14.42 3.17
700K 25.36 2.80
800K 21.65 3.01
900K 21.15 2.56
™ 17.84 2.38

PPO Integration to GANs

Proximal Policy Optimization (PPO) Schulman et
al (2017) is an algorithm of a family of policy
gradient methods for RL that aims to improve the
stability and reliability of policy updates while
maintaining simplicity in implementing the task.
PPO alternates between sampling data from the
environment and optimizing a surrogate
objective function using stochastic gradient
ascent according to Franceschelli and Musolesi
(2024). Combined with GANs, it allows for
creating user-centric and responsive architectural
designs. GANs generate basic plans from well-
organized JSON inputs, while PPO evaluates and
maximizes these results in functional, spatial, and

design needs. PPO's reward function motivates
good qualities such as balanced rooms and solid
spatial relationships. It also guides the learning
process by punishing ambiguity and failure. In this
system, a structure called the paired model is
used for each scenario. This model acts as a
bridge between GANs and PPO, thereby
improving the quality of outputs. It also uses user
preferences as input variables. According to
Figure 4, the process of generating architectural
floor plans is compared between a baseline
GANSs-only pipeline and a PPO-integrated paired
model. However, these outputs may contain
spatial inconsistencies and lack user-specific
customization. In contrast, the lower part of the
figure illustrates the proposed paired model,
where the same input is first evaluated by a PPO
agent before being passed to the GANs model.
This integration enables the system to
incorporate reinforcement feedback loops,
allowing GANs to generate plans that are not only
structurally coherent but also aligned with specific
design objectives or user preferences.
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e Mere Generation: In this scenario, the GANs
model that has been trained and the PPO are
jointly trained on the basis of the overall
reward policies. The paired model scans
inconsistencies in the GANs outputs and
improves the spatial arrangement without
compromising the underlying framework.

e Objective Optimization: A specific
architectural target (e.g. room dimensions,
proximity configuration or space conflict
minimization) is utilized as the system reward
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function. PPO adjusts the pre-trained GANs'
output based on this target. The paired model
employs three core elements in this regard:
size regulators, proximity fine-tunings, and
space planning constraints Guldilek et al
(2024).

e User-Guided Characterization: Users directly
rate plans through the interface with 1-10
scores. These user scores are used as a reward
signal for PPO. Because of the paired model,
the system learns features that cannot be
mathematically expressed but are based on
user preference and produce more
customized designs.

Using this approach, the conventional
limitations of GANs are circumvented, and PPO
provides versatile design solutions that are
constantly evolving and being optimized for the
user. The system extends the capability of
architectural design tools by providing Al-
assisted plan generation in a more feasible real-
world application.

Scenario Results

In Mere Generation, GAN's spatial and structural
imperfections in generated plans were corrected
using PPO, enhancing the system's overall plan
editing ability. These imperfections suggest
architecture and logic errors such as floating
rooms (i.e., isolated rooms without circulation
connections), misplaced or overlapping space,
and unrealistic adjacent patterns (e.g. kitchens
located inside bedrooms). PPO instructions
corrected such inadequacies by applying spatial
usability and architectural thinking in the form of
reward feedback mechanisms founded on
adjacency rules, room accessibility, and layout
consistency.  Through  spatial  ambiguity,
unspecified or functionally ambiguous room
boundaries are referred to, which makes it difficult
to ascertain a space's function or usability. PPO
alleviated spatial ambiguity through the
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reinforcement of clearly defined boundaries and
functional zoning.

As can be seen in Figure 5, the leftmost
column contains raw GANs outputs and the
rightmost column contains PPO-refined versions,
demonstrating improvements in spatial hierarchy
and spatial layout. This figure illustrates the ability
of the system to train GANs outputs towards
improved coherent and architecturally correct
solutions without altering the basic GANs
architecture. In addition, the "overlapping metric"
was added to the reward function of PPO as the
ratio of pixel-wise overlap among different room
masks within the same layout to penalize nested
or conflicting space assignments. Overlaps tend
to occur as the GANs generator assigns more
rooms to overlapping coordinates within the
latent space, leading to unrealistic outputs. JSON-
generated room masks were used to measure
overlap scores, where large intersection areas
were penalized and individual room separation
was rewarded.

GANs Paired Model

As shown in Figure 6, PPO had effectively
reduced overlapping areas, producing plans with
more defined boundary definitions and functional
segregation zones, and thus achieving maximum
spatial clarity and constructability.

Figure 5 Layout
Correction Results



Figure 6
Overlapping
Results

Figure 7 Making
Square Each Space

Table 2

GANSs Paired Model

In the Objective Optimization scenario, the
system was set the task of generating layouts that
meet pre-specified room size objectives (e.g.
Kitchen: 50 m? Bedroom: 70 m?. The paired
model was learned to converge to such objectives
by incorporating area objectives into PPO's
reward function. Since the original data (RPLAN)
has only floor plans as PNG images, area
calculations were performed by converting room
masks to JSON-based geometric representations,
and then pixel-to-meter square conversions
(Guldilek et al, 2024). This allowed for the
estimation of rough square meter values.

Table 2 illustrates that the paired model
properly aligned most room size targets with
smaller deviations only for less well-represented
room types like balconies and small living rooms.
PPO was successful in directing GANs outputs
towards architectural objectives by adjusting
room scales, aspect ratios, and interior
boundaries using post-processing.

Paired Model for
Desired Meter
Square
Optimization

Room Desired m? Output m?
Living Room 100 182.87
Kitchen 50 49
Bedroom 70 70.44
Bathroom 30 30.62
Balcony 20 36.75

Another application of the objective
optimization scenario attempted to
morphologically transform the spaces into square
forms. The room masks that were generated by
the GANs in this study were simplified
geometrically and transformed into smaller and
square forms by the influence of the PPO. As can
be seen in Figure 7, by including this objective in
the reward function of PPO, unequal and disjoint
spaces were replaced with more balanced and
squared room shapes. A good geometry from the
constructability point of view was therefore
achieved and spatial aesthetics were balanced
with GANs-generated plan generation.

In the User-Guided Characterization scenario,
users directly rated layout generations on a 1-10
scale, which served as the PPO reward signal.
Figure 8 illustrates the user interface where these
scores were collected. The scoring interval was
chosen to allow greater sensitivity and granularity
in capturing user preferences. If a smaller scale
had been used instead, reward resolution would
decrease, potentially limiting the paired model's
ability to distinguish  between nuanced
preferences.

Masks Floor Plans

GANs

Room1 Room2 HRoom3 Roomd HoomS  Room 6

Room 7 Room3 Room9 Room 10 Room 1l Room 12
Paired Model
Room1 Room2 Room3 Roomd4 Room$S  Room 6

Room7 Room8 Room9 Room 10 Room 1l Room 12

Also, as can be seen from Figure 9, the system
used the user ratings from 1-10 as a reward signal
to strengthen its production throughout different
iterations. Suppose one looks at the room masks
updated in every iteration and the corresponding
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plan outputs. In that case, it can be seen that the
paired model produces solutions that are
increasingly consistent and closer to user
expectations.

Grayscale Plan Plan Index: 1 - Colored

This shows that the paired model can then
successfully absorb user feedback and modify its
production accordingly. On the last run (FPo), one
can clearly observe that the system outputs a
design much more balanced and aligned with the
user's desired shape than the initial plan.
However, the most apparent disadvantage of this
method is the very long duration of the process.
Since it requires a lot of iterations and continuous
user interaction, the processing time is higher,
and the system resources are heavier.

Masks Plans

o o e e o oo W B -

iLatest Floor Plan,
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The same floor plan design was utilized in all
instances to compare the influence of the paired
model with PPO to various input differences. The
consistent input emphasizes how the system
accommodates various goals and the implications
for output variation. The arrangement provided a
good comparison of goal alignment and flexibility
in each instance.

Discussion

The Mere Generation scenario illustrates PPO's
ability to structurally stabilize and improve GAN-
generated floor plans by learning architectural
logic—such as circulation, adjacency, and
zoning—through reward-based feedback,
without modifying the GAN architecture. The use
of a fixed input format guarantees that these
improvements come from PPO's learning, and not
from data variation. In Objective Optimization,
PPO is able to effectively integrate measurable
spatial objectives (i.e., area, squareness) into the
generation process, aligning outputs with
quantifiable architectural intent. This
demonstrates the system's strength in the early
stages of the design process where balance
between function and form is paramount. The
User-Guided Characterization scenario enables
human-in-the-loop design through the utilization
of user feedback as a learning signal, thereby
generating adaptive and personalized layouts. It,
however, exposes certain trade-offs, i.e., increased
training durations and additional user interaction,
highlighting the equilibrium between adaptability
and computational efficiency.

Limitations & Future Works

There are two main limitations of this work. First,
the RPLAN dataset introduces architectural biases
by containing more typical rooms like bedrooms
and kitchens and fewer atypical ones like
balconies or small living rooms. This leads to the
GAN model not generalizing across various

Figure 8 Ul for
User-Guided
Reward System

Figure 9 User-
Guided Reward &
Floor Plan



building types. Future work should explore
synthetic datasets, typology-aware conditioning,
or architectural priors to enhance spatial diversity.
Secondly, the User-Guided Characterization
methodology necessitates continual user input
across several iterations, potentially resulting in
user fatigue—an issue frequently encountered in
human-in-the-loop systems. The reliance on
extensive feedback in this process may prove
impractical within time-sensitive or large-scale
design environments. To address this challenge,
forthcoming research could investigate:

e Semi-supervised approaches to minimize
feedback requirements

e One-step preference modeling aims to elicit
user intent within a single action.

e Or batch feedback mechanisms to accelerate
learning from fewer interactions.

User preference databases can be utilized in
order to incorporate long-lasting spatial patterns,
enabling reinforcement agents to develop user-
matched designs more efficiently. This integration
of learned behavior and design knowledge allows
adaptive design assistants to be developed. The
system also offers potential in sophisticated
programs like healthcare and mixed-use
developments. With more human-Al
collaboration, especially by the year 2050, such
systems can serve as the pillar of co-design
dynamic tools.

Conclusion

This research presented a PPO-incorporated
GANs system for the generation of architectural
floor plans in accordance with spatial reasoning,
functional objectives, and user desiderata. In
three different scenarios—Mere Generation,
Objective  Optimization, and  User-Guided
Characterization—the system showcased its
ability to enhance baseline GANs results by
minimizing spatial inconsistencies, reaching
predefined objectives, and conforming to

subjective design inputs. The results illustrate that
RL can effectively guide GANs models to produce
more coherent, functional, and personalized
architectural designs. While there are limitations
regarding dataset bias and user interaction
burden, the framework outlined in this paper
establishes the foundation for intelligent,
adaptive design systems. Developments in user
preference libraries and more efficient feedback
mechanisms have great potential for advancing
the system's feasibility and performance in
practical architectural applications.
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