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This paper discusses the emergence of Prompt2Product workflow that integrates 
generative AI, parametric modeling, and conventional ceramic manufacturing to rapidly 
prototype custom ceramic products. Using Stable Diffusion for prompt-based image 
generation and SF3D for fast 3D mesh reconstruction, our approach generates digital 
meshes using Rhinoceros and Grasshopper to achieve bilaterally symmetrical forms 
suitable for slip-casting molds. The process encompasses conceptual image generation, 
digital mesh modeling, 3D printing, and the creation of three-part plaster molds, followed 
by casting, surface refinement, glazing, and firing in a kiln. This hybrid method 
streamlines the design-to-production cycle and demonstrates the feasibility of merging AI-
driven generative design techniques with traditional manufacturing. Prompt2Product 
paves the way for broader applications of AI in manufacturing, heralding a new era of 
customization and on-demand production within Industry 4.0. 
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INTRODUCTION 
The rise of artificial intelligence is revolutionizing 
architectural exploration, particularly in the field 
of prompt-based conceptual visualization (Carpo 
2017). Generative tools now enable architects and 
designers to create custom images that enhance 
design development at various stages, from 
conceptualization to parametric variability and 
rendering. Emerging AI tools offer innovative 
solutions that can automate and transform image 
production, providing new opportunities in the 
design process (Leach and Campo 2022). A 
significant advancement in this area is the 
development of Stable Diffusion (SD), a latent 
diffusion model (LDM) that generates detailed 
images from text inputs and integrates various 
image-to-image workflows (Rombach et al. 2022). 

Unlike other models like DALL·E and Midjourney, 
SD can run on consumer-grade hardware without 
extensive cloud services. It is publicly available, 
allowing for creative use and integration with 
other generative design tools. 

This study builds on the integration of 
generative AI to develop custom ceramic 
products using SD and parametric modeling tools 
in Grasshopper. SD generates high-resolution 
images from text and image inputs, refining them 
through Variational Autoencoder (VAE) and U-
Net architectures (Rombach et al. 2022). Recent 
advancements of this technology show promising 
results in translating images to 3d mesh 
constructions of assets and objects using large 
reconstruction models (LRM) and fast 3D mesh 
reconstruction (SF3D) that allows smooth 

Volume 2 – Confluence – eCAADe 43 | 169



Preprint

transition from prompts to 3D geometry (Hong et 
al. 2024; Boss et al. 2024). Exploring this 
development, we present the integration of a 
remote API server that combines parametric 
modeling and AI assisted generative modeling 
that offer suitable models for rapid prototyping 
via 3D printing. The workflow is visualized by the 
design and manufacturing of a custom ceramic 
product to discuss the implications of 
prompt2product workflow. 

RELATED WORK 
The presented work aims to integrate artificial 
intelligence for the parametric design and 
manufacturing of custom ceramic products. The 
previous work related to this study is explored in 
three avenues, looking at material / parametric 
studies using ceramics 3D printing, technological 
innovation of diffusion models for generative AI, 
that can offer rapid prototyping and form 
generation through image to mesh workflows, 
and emerging generative design practices that 
integrate AI with prompt engineering. While 
recent advancements in the field of artificial 
intelligence show promising results for generative 
exploration of images and forms; their lack of 
integration to rapid prototyping is the focus of 
our investigation.   

Parametric Ceramics 
The field of ceramics has been revolutionized by 
additive manufacturing technologies and 
advancements in material research (Sabin 2010; 
Gursoy 2018). Research into parametric control of 
ceramics has previously focused on using robotic 
fabrication, custom extruder mechanics, 
embedding digital fabrication, material 
constraints, patterning techniques, and 
parametric modular manufacturing (Castro e 
Costa et al 2018). A key feature of these 
applications is the utility and integration of 
parametric design tools that enable users to 
control product variability, manufacturing 
dynamics, and material performance (Castro e 

Costa et al 2013). Sabin et al (2010) present an 
innovative exploration of the convergence 
between traditional ceramic craft and digital 
fabrication which employs algorithmic design, 3D 
printing, and slip-casting to produce ceramic 
components that feature complex, organic 
geometries while utilizing dynamic datasets into 
architectural form. The work demonstrates how 
ceramics can be re-envisioned as expressive, 
mass-customized building components that 
leverage the inherent plasticity of clay in a hybrid 
process that blends manual techniques with 
modern digital tools. Gursoy (2018) explores how 
the inherent uncertainties and emergent material 
qualities of clay can transform 3D printing 
processes from design ideation to discovery of 
unexpected outcomes. By embracing the 
unpredictable nature of clay during and after 
printing, the study illustrates how systematic 
variations in material and process parameters can 
serve as a creative design driver rather than a 
limitation. While 3D printing of ceramics has 
generated renewed interest in the material and 
parametric exploration of forms, the integration 
of artificial intelligence offers new avenues of 
exploration for rapid prototyping and slip-casting 
methods that are explored in this domain. 

Stable Diffusion 
Stable Diffusion is a generative framework that 
transforms random noise into detailed, high-
quality images through an iterative diffusion 
process. Its architecture is usually built around a 
Variational Autoencoder (VAE), a U-Net and a text 
encoder (for conditional generation).  

A Variational Autoencoder (VAE) consists of 
an encoder and decoder. The encoder 
compresses high-resolution images (e.g., 
512×512 or 1024×1024) into a smaller latent 
space (e.g., 64×64), where the diffusion process 
occurs with reduced computational cost. The 
decoder reconstructs the final high-resolution 
image, preserving original qualities while 
enabling efficient generation. A U-Net model, 
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originally developed for segmentation, denoises 
the latent image through an encoder-decoder 
structure with skip connections, which help retain 
fine details (Rombach et al 2022). Text prompts 
are integrated via a text encoder—typically the 
CLIP model (Radford et al 2021)—to guide image 
generation; without it, the output is 
unconditioned. A conditioning encoder can 
further direct outputs using text or images. Stable 
Diffusion's web-based interface allows users to 
fine-tune noise levels and diffusion steps, offering 
a flexible and controllable generative tool. 

Recent development of Stable Diffusion 
architecture focuses on 3D geometric generation 
using images. Two main contributions in this area 
are explored in this study that look at Large 
Reconstruction Model (LRM) and Stable Fast 3D 
Mesh Reconstruction (SF3D). LRM is a novel, 
transformer-based model with over 500 million 
parameters that reconstructs high-fidelity 3D 
shapes from a single image in approximately 5 
seconds by directly predicting a neural radiance 
field (NeRF). Trained end-to-end on a massive 
multi-view dataset comprising both synthetic 
renderings and real-world captures, LRM 
generalizes robustly across diverse object 
categories without requiring per-shape 
optimization (Hong et al 2024). On the other 
hand, SF3D is a fast method that generates high-
quality, textured 3D object meshes from a single 
image in just 0.5 seconds by explicitly training for 
mesh generation and employing a fast, 
parallelizable UV unwrapping technique. By 
predicting material parameters and normal maps, 
SF3D effectively solves issues such as vertex 
coloring and marching cubes artifacts, resulting in 
smooth, low-polygon meshes with disentangled 
illumination that are highly suitable for 
downstream applications (Boss et al 2024). With 
rapidly changing technologies in this area, 
prompt-based visualization and rapid exploration 
of 3D geometries for the design of objects is 
becoming a potential area of investigation for 
generative design.  

Generative Design & AI 
AI has transformed architectural design by 
leveraging natural language processing and 
advanced generative models to create innovative 
forms. Del Campo (2021) introduces a 
methodology that uses natural language as the 
primary input for generating architectural designs 
through Attentional GANs, using prompt 
engineering within a semiotic framework to 
harness both symbolic and material dimensions. 
Complementing this, Bolojan, Vermisso and 
Yousif (2022) propose a multimodal workflow that 
disentangles architectural features into discrete 
layers by combining models such as DALL·E, 
VQGAN+CLIP, diffusion models, and additional 
GAN frameworks, thereby overcoming the 
limitations of language-only approaches and 
enhancing designer agency. 

In 3D generative design, Sebestyen et al 
(2023) demonstrate a prototype that uses 
denoising diffusion models with a modified 3D U-
Net architecture to progressively transform 
random noise into coherent architectural 
geometries, achieving smoother outputs through 
volumetric density grids rather than traditional 
voxel representations. Building on this, Sebestyen 
et al (2024) present an AI-infused design 
framework that merges parametric models with 
deep generative techniques to expand the 
architectural design space. Their approach 
involves generating 3D mesh datasets using 
Grasshopper-based parametric scripts, 
converting them into signed distance functions, 
and training both unconditioned VAEs and 
conditioned diffusion models—leveraging the 
strengths of each to produce a richer array of 
design solutions. These advancements reflect 
growing interest in integrating AI into 
computational design workflows, where custom 
datasets and generative control define a new 
frontier of exploration. 
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PROMPT2PRODUCT 
This section introduces the integration of Stable 
Diffusion for the custom design and digital 
fabrication of slip-cast molds for ceramic 
products. Our approach, “Prompt2Product", is a 
novel term we defined to describe a workflow that 
automates the design and production of custom 
ceramic products using generative AI. The name 
"Prompt2Product" reflects the core concept of 
transforming textual prompts into tangible 
ceramic outputs, bridging the gap between 
creative input and physical fabrication. These 
input prompts are curated and processed digitally 
and translated into 3D geometries that are 
explored for slip-cast mold production. A custom 
API plug-in processes AI-generated images into 
3D-printable mesh models used as negatives for 
plaster molds. An early prototype showcasing this 
workflow and its parametric variations is 
presented to discuss the emerging frontier of 
“Prompt2Product” in ceramics. 

Workflow 
We present a unique workflow for the design and 
digital fabrication of custom ceramic products 
that can be generated using services such as 
Midjourney, DALL·E and Stable Diffusion. This AI-
integrated workflow is completed in six stages: (1) 
conceptual image generation using prompts, (2) 
mesh modeling with Grasshopper tools, (3) 3D 
printing, (4) plaster mold production, (5) glazing, 
and (6) firing using conventional ceramic 
manufacturing methods (Figure 1).  

The first stage involves the generation of 
conceptual images using prompt-based image 
generation tools. We have generated numerous 
conceptual images and variations of selected 
products that blend the materials and formal 
explorations using prompts. In the second stage,  
selected images are processed in Rhinoceros to 
produce volumetric models that are suitable for 
3D printing. These forms can be used to produce 
negative molds in three pieces that are suitable 
for mass ceramic production. The final phases  

 
 
 
 
 
 
 
 
 
 
 
 
involve the glazing and firing of acquired forms 
that are completed using conventional 
manufacturing methods in high-temperature 
ceramic kilns. Our workflow integrates analog, 
digital, and generative design techniques while 
making it possible to manufacture unique 
products leveraging generative AI. 

API Integration 
The image generation process of our workflow 
features a Grasshopper plug-in that leverages 
Stability AI servers for the development of images 
and 3D meshes (Stability.AI 2024). For 
Prompt2Product we have developed a custom 
Python tool inside Grasshopper that can 
communicate with Stability AI (Gokmen et al 
2024). The API is implemented as a REST API with 
two endpoints: Txt2Img and Img2Mesh. Txt2Img  
uses prompt and parameters to generate images. 
In our API implementation, open-source models 
“CompVis/stable-diffusion-v1-4” for SD 1.4 and 
“runwayml/stable-diffusion-v1-5” for SD 1.5 are 
used (Hugging Face 2025). However, our API is 
not limited to those models, any model that is 
implementable in Python language can be used.  
Img2Mesh script is a middleware service that takes 
an input image from the Grasshopper and 
forwards it to Stability AI service for 3D mesh 
generation which returns a .glb file containing 
generated meshes and texture maps (Boss et al 
2024). This process does not require additional 
prompts as the input image are processed using  

Figure 1  
Six phases of 
Prompt2Product 
workflow 
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material parameters and normal maps to 
generate smooth, low-polygon meshes. However, 
the SF3D introduces constraints in terms of mesh 
resolution and complexity, which restricts the 
level of fine-adjustments possible in the final 
geometries. In order to process the generated 
meshes we have integrated ShapeDiver plug-in to 
read the received .glb and import / modify the 
mesh using Rhinoceros / Grasshopper tools to 
produce 3D forms that are suitable for slip-mold 
casting (Shapediver 2024). The whole set of used 
code package is shown in Figure 3. 

Grasshopper functions not as an algorithm 
but as a visual programming environment 
embedded within the Rhino 3D modeling 
platform. Our custom Grasshopper extension, 
 
 
 

developed in Python, establishes a direct 
connection between Rhino and backend services 
running Stable Diffusion and SF3D models. This 
extension operates independently and can 
function locally using downloaded models (or a 
dedicated remote server), without requiring third-
party services. ShapeDiver is not a dependency on 
the core functionality of our extension; it is only 
needed when users wish to remotely modify or 
interact with 3D mesh data.  

Generative Design & Ceramics 
For our parametric workflow (Figure 3), we can 
generate images using prompts and stylistic 
presets (I). Once a desired image is achieved (II), 
this is used to generate a 3D mesh construction 
using Stability.AI 3D Fast mesh generation service 
(III). The mesh generation retrieves a .glb file that 
is stored locally and is read by the ShapeDiver’s 
geometry import component and renders the 
object with UV texture mapping (IV). Since the 3D 
forms are constructed with spherical gaussian 
lighting maps and triplane construction, objects 
are approximate guesses (Boss et al 2024). 
Variational outputs of this workflow are shown in 
Figure 4, showing irregular and non-symmetrical 
reconstructions using the SF3D algorithm due to 
changing illumination and evaluation of the 
surface normals of the generated images. 
 
 

 
 

 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 

 
 
 

Figure 2  
Grasshopper 
integration of 
Stability.AI API 
showing text to 
image and image-
to-3D mesh 
workflows with 
custom plug-ins 
developed in 
Python. The 
retrieved meshes 
are processed 
using Shape Diver 
plug-ins .glb 
format mesh 
reader 
 

Figure 3 
Grasshopper 
interface for 
Prompt2Product 
workflow showing 
image  and mesh 
generation, and 
mesh import and 
reconstruction 
scripts 
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Slip-casting is a ceramic technique where 

liquid clay (slip) is poured into a porous mold that 
absorbs water, forming a clay layer on the interior. 
Symmetrical molds help distribute slip evenly, 
ensuring uniform wall thickness and consistent 
drying. This reduces warping, cracking, and 
shrinkage, and also simplifies demolding by 
minimizing stress and friction. 

While our initial goal was to generate forms 
suitable for symmetrical slip-casting molds, the 
SF3D algorithm produced irregular geometries 
(Fig. 4, #3,7) that required further refinement in 
Rhinoceros. From the variations shown in Figure 
4, we selected #1 for full-scale development, 
although others (#2, 5, 8) could also be adapted 
using the same workflow. The SF3D-generated 
meshes accurately captured texture and 3D form 
aligned with the input images. To achieve bilateral 
symmetry, we sliced each form along a vertical 
plane through its center, extracted one half with 
consistent features, and mirrored it to produce a 
symmetrical version. For better surface continuity, 
the geometry was first remeshed using the 
QuadRemesh tool in Grasshopper, then further 
refined in Rhinoceros. This included adding a 
solid funnel for pouring the clay slip into the 
mold, extracting and rebuilding edge curves, and 
smoothing surface transitions—steps that   

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
currently surpass the capabilities of AI-generated 
outputs and require Nurbs digital modeling 
(Figure 5). 
 

 
 
 
 
 
 
 
 

 

Prototype 
The manufacturing of the full-scale prototype 
begins with 3D printing the refined mesh model 
shown in Figure 5, which serves as a negative for 
mold-making. A three-part plaster mold is 
created by casting around the printed form, 
allowing for easy demolding and accurate 
replication. Once the plaster mold is cured, clay 
slurry is poured into the cavity and allowed to set, 
forming a hollow cast. After demolding, the 
surface is carefully cleaned and brushed to 
eliminate any imperfections or artifacts resulting 
from the mold or casting process. The piece is 
then glazed and fired in a Nabertherm Top 80 kiln 

Figure 4 
Parametric 
variations and 3D 
meshes of the 
ceramic vase 
prototype, 
showing irregular 
mesh 
reconstructions 

Figure 5 
Reconstruction of 
the mesh form for 
slip-mold casting 

174 | eCAADe 43 – Volume 2 – Confluence



Preprint

 
 
 

 
 
 
 
 
 

 
 
 
 
 
 
 
at approximately 1,200°C, depending on the type 
of clay and glaze used. This firing process vitrifies 
the clay and sets the glaze, resulting in a durable 
ceramic product. Multiple color variations of the 
final product were developed using different 
glaze finishes, as illustrated in Figure 6. 

CONCLUSIONS 
This paper presents a novel, integrated workflow 
that combines generative AI, parametric 
modeling, and traditional ceramic manufacturing 
techniques to produce custom ceramic products. 
By using tools such as Stable Diffusion for image 
generation, SF3D for 3D mesh reconstruction, and 
digital modeling in Rhinoceros and Grasshopper, 
the study demonstrates a complete pipeline—
from conceptualization and rapid prototyping to 
the creation of slip-cast molds and final ceramic 
pieces. The approach shows the feasibility of 
blending AI with conventional production 
methods to support the design and fabrication of 
custom ceramics. While manual labor and digital 
modeling are still required to refine forms for 
molds, future developments in image-to-3D 
workflows may enable more seamless integration 
from concept to production.  

The technological implications of 
Prompt2Product are significant and exciting. 
While our study focuses on its application in 
ceramics, the underlying workflow signals a 
broader shift towards Industry 4.0, where digital  

 
 
 
 
 
 
and physical production seamlessly converge 
(Burry et al 2020). This paradigm has the potential 
to revolutionize design and manufacturing across 
various industries by enabling the creation, 
iteration, and deployment of AI-generated 
designs directly on the web for immediate 
production. Beyond ceramic objects, the 
framework could extend to architectural 
applications—deploying Prompt2Brick workflows 
customized for structural or aesthetic 
performance. Such components could be 
produced on demand and assembled into 
façades, partitions, or modular systems. As these 
technologies evolve, they may enable rapid, site-
specific fabrication that reshapes how buildings 
and their parts are designed and made.  
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